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Abstract
GPUs are expensive, yet inference-serving GPU clusters re-

main heavily underutilized. To improve utilization, state-

of-the-art systems adopt GPU multiplexing. However, opti-

mizing solely for utilization can counterintuitively increase

energy consumption. Designing policies that treat power and

energy as first-order metrics requires understanding how

deployment decisions—GPU allocation size, operating fre-

quency, and batch size—affect energy, latency, and through-

put. These relationships are complex, leading existing ap-

proaches to rely on extensive profiling. At scale, profiling be-

comes prohibitively expensive: each model can be deployed

under hundreds of configurations, and profiling itself incurs

significant energy cost, necessitating accurate yet energy-

conscious methods. Further, such systems must model the

power draw of colocated models on shared GPUs and adapt

to dynamic workload fluctuations. We present EnerTune, an
inference serving system that reduces energy consumption

while meeting performance SLOs. EnerTune introduces ana-

lytical models to estimate per-model performance and power,

and the power draw of colocated models on shared GPUs,

and uses them in an energy-aware bin-packing algorithm

to jointly determine model placement and configuration.

EnerTune meets performance SLOs while reducing energy

consumption by 1.4–2.3× and power draw by 1.3–2.6× over

state-of-the-art baselines.

CCS Concepts: • Hardware → Power estimation and
optimization; • Computing methodologies→Machine
learning; • Computer systems organization→ Cloud
computing.
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1 Introduction
Despite the ever-growing machine learning (ML) demand,

production hyperscalers with massive GPU fleets remain se-

verely underutilized—averaging only 10–50% utilization [27,

61, 66, 140, 141, 143, 148]. To improve utilization, a line of

recent works multiplex multiple inference jobs on a single

GPU, either temporally or spatially [20, 23, 75, 117, 127, 140,

141, 158, 161]. However, being energy-agnostic in their place-

ment and GPU allocation decisions, state-of-the-art serving

systems inflate energy consumption by 1.6× by accidentally

multiplexing energy-incompatiblemodels (models that, when

colocated, consume more energy than serving them on ded-

icated GPUs §2.1) [120]. As available power is becoming a

limiting resource [29, 59, 67, 86, 122, 132], we must treat

reduction in power and energy consumption, in addition

to improving utilization, as first-class objectives in today’s

inference-serving systems.

Prior work, including DynamoLLM [124], 𝜇Serve [112],

and others [22, 25, 26, 111, 116, 125, 145, 149, 152, 163], pro-

poses power and energy management techniques, but targets

large models that require one or more full GPUs, leaving lim-

ited opportunity for spatial multiplexing. Other works focus

on small, resource-constrained hardware (e.g., edge or small

GPUs) [41, 60, 65, 131], where limited resources similarly

leave little opportunity for spatial multiplexing. In datacen-

ter settings, however, smaller models remain widely used.

For example, Alibaba [128, 140, 141], Meta [27], and private

datacenters [61] report serving millions of inference requests

for smaller CNNs/NLPs/LLMs that underutilize GPUs. This

renders multiplexing both feasible and necessary for improv-

ing overall datacenter efficiency. However, existing state-of-

the-art inference serving systems that spatially multiplex

GPUs [75, 77, 114, 117, 141, 158, 161] do not treat energy as a

first-order objective, leading to placement and configuration

decisions that increase energy consumption. In this work, we

improve the energy efficiency of ML serving systems that spa-

tially multiplex GPUs. However, doing so introduces several

challenges.

Challenge 1: Energy-conscious profiling at scale. De-
signing energy-aware policies requires understanding how

deployment decisions—GPU allocation, frequency, and batch

size—affect energy, latency, and throughput. Each model can

be deployed under hundreds of configurations, with a non-

trivial impact on these metrics. For example, Stable Diffusion

has >450 configurations that exhibit 90.3× latency variation
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(0.036–3.25 min), 16.9× throughput variation (9.83–166.3 re-

quests/min), and 13.4× variation in energy per request (353–

4747 J). While prior work studies the impact of individual

knobs on performance [23, 28, 33, 47, 75, 112, 115, 117], they

do not capture the joint impact of all knobs on power/energy,

thereby necessitating extensive profiling. However, naively

profiling all configurations is expensive: profiling only 11

small models (<6B parameters) takes > 60 GPU-hours (5–

6 GPU-hours per model) and consumes > 5MJ of energy

(0.1–0.9 MJ per model, 0.53MJ on average). This profiling is

impractical in production: cloud platforms serve hundreds

to thousands of models (e.g., AWS Bedrock [5], Azure AI

Foundry [90], Meta’s production fleet [89]), and must fre-

quently re-profile them [10, 16, 52, 53] as hardware/software

stacks change [19, 166], or model variants change by com-

pression [42, 51, 84] or fine-tuning [35, 81], making exhaus-

tive profiling prohibitively expensive.We need accurate yet

time-efficient and energy-conscious methods that capture these

power–performance tradeoffs with minimal profiling overhead.

Challenge 2: Accurate power modeling of shared GPUs.
Designing energy-aware placement policies also requires un-

derstanding how colocated models jointly affect GPU power

draw. Simply summing per-model power profiles, proposed

by prior work [61], leads to inaccurate power estimation

(§7.3), as it does not capture interactions through shared

GPU components (e.g., memory controllers) and device-level

power-gating mechanisms. Prior work in power modeling [2,

6, 8, 39, 56, 70, 76, 83, 94, 121, 138, 144] relies heavily on

low-level hardware metrics. Extending these approaches to

shared GPUs would require profiling all model colocations,

rendering them impractical. Thus, we need scalable and accu-

rate methods to estimate the power draw of colocated models

without exhaustive joint profiling.

Challenge 3: Dynamically changing runtime condi-
tions. Making initial cluster-wide resource management

decisions is already challenging due to the combinatori-

ally large deployment space. Runtime fluctuations, such as

changes in request arrival rates, further complicate these

decisions (§2.4). However, simply augmenting existing place-

ment algorithms, like those used by Usher [117], FGD [141],

GPULets [23], and others [73, 75, 77, 80, 112, 148, 158, 159,

161, 168], with accurate colocation power models is non-

trivial. We find that maximizing energy efficiency requires

frequency-aware colocation. This is challenging because

colocated models share a single GPU frequency, yet have

heterogeneous performance characteristics and frequency re-

quirements, making it difficult to select a frequency that bal-

ances energy efficiency with SLO compliance (see §2.4, 5.1).

Moreover, we must adapt these decisions under dynamic con-

ditions, requiring potentially frequent re-evaluation. Thus,

we need low-overhead placement and runtime policies that can

efficiently adapt decisions while maximizing energy efficiency

and meeting SLOs.

We build EnerTune, a multi-tenant inference serving sys-

tem that rethinks GPU multiplexing through the lens of en-

ergy and power efficiency. EnerTune operates in two phases.

In the offline phase, EnerTune performs energy-conscious

profiling to efficiently build power–performance profiles for

individual models across hundreds of deployment configu-

rations (Challenge 1). EnerTune profiles only a small subset

of configurations and uses our proposed analytical formu-

lations to estimate each model’s power draw, latency, and

throughput across the full configuration space. EnerTune
then uses these profiles to accurately estimate the power

draw of GPUs serving colocated models (Challenge 2) by

analytically synthesizing individual model profiles into GPU

power estimates under concurrent execution. With these

estimates, EnerTune uses our energy-aware bin-packing al-

gorithm to jointly determine model placement and deploy-

ment configurations that minimize energy and cost. Finally,

EnerTune dynamically adjusts deployment configurations

at runtime as workloads fluctuate (Challenge 3), maintaining

energy efficiency while meeting performance SLOs.

We summarize our novelty and contributions as follows:

• We develop analytical models that capture the impact of

GPU allocation size, frequency, and batch size on per-

model power. Using these models, our energy-conscious

profiling reduces profiling time by 7.3× on average com-

pared to prior systems while retaining high accuracy.

• We introduce a novel analytical model that accurately esti-

mates the power draw of spatially multiplexed GPUs from

individual model power profiles. Our methodology elimi-

nates tens of hours of joint profiling overhead and enables

EnerTune to reduce power and energy consumption by

1.3× over prior work.

• We develop an energy-aware bin-packing algorithm and

build EnerTune on top of PyTorch. Compared to four

state-of-the-art performance-driven baselines, EnerTune
reduces energy and power draw by 1.4–2.3× and 1.3–

2.6×, respectively, without violating SLOs, across load. We

open-source EnerTune at https://github.com/UT-SysML/
EnerTune.

2 Motivation and Challenges
2.1 Energy as a First-Order Metric
Prior works show many ML inference workloads underuti-

lize modern GPUs [23, 27, 75, 117, 126, 141] and hence spa-

tial multiplexing is required to improve utilization. How-

ever, most prior inference serving systems that multiplex

ignore the implications of their decisions on energy consump-

tion. Existing energy-efficient serving systems instead target

LLMs that require dedicated GPUs [112, 116, 124, 163] or op-

erate on older, small hardware (e.g., edge, small GPUs) [41, 60,

65, 131], rendering multiplexing unnecessary. A few work-

shop papers [120, 136] provide preliminary investigations

into the impact of multiplexing on energy consumption. We

https://github.com/UT-SysML/EnerTune
https://github.com/UT-SysML/EnerTune
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Figure 1. Energy-agnostic placement and allocations by

prior systems increase energy by 1.25–1.62× over an energy-

optimal policy (Oracle), despite all systems meeting latency

SLOs. Each system serves 11 models under a 3-minute win-

dow of the Azure trace [159]. See §2.1.
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Figure 2. Energy consumption is sensitive to model alloca-

tion and placement decisions. Stable Diffusion XL (SDXL)

appears in all cases, but different models colocated with it

change the benefits of sharing due to latency inflation. La-

tency is normalized by no sharing. See §2.1.

provide further analysis in this section by studying the en-

ergy impact of four state-of-the-art inference serving sys-

tems that multiplex GPUs: GPULets [23], ParvaGPU [75],

FGD [141], and Usher [117]. We compare them with Shep-

herd [159], which does not spatially multiplex GPUs, and an

Oracle that minimizes cluster-wide energy while meeting

latency SLOs. All systems serve identical workloads across

11 models (seven CNNs, two flavors of the image-generation

model Stable Diffusion XL, Whisper speech-to-text, and GPT-

J-6B LLM) at high load using the Azure Function trace [159].

We keep the trace short (fixed 3-minute window) to enable

an exhaustive search over placement and allocation choices,

yielding the energy-minimal, SLO-compliant Oracle that

would otherwise be intractable to compute over longer traces.

§7 provides further methodology details and evaluation with

longer traces.

Figure 1 shows that all systems inflate energy consump-

tion by 1.25–1.62× over the Oracle. Shepherd [159] uses

the most GPUs: it serves 11 models across 9 GPUs by shar-

ing GPUs over time (time multiplexing) instead of spatially

multiplexing them, leaving many GPUs underutilized and

incurring higher static energy from the extra GPUs. The

remaining systems spatially multiplex and use 5–7 GPUs,

increasing utilization while reducing serving cost and static

power draw. However, these systems make suboptimal place-

ment decisions that, for certain model sets, increase energy

consumption even compared to Shepherd, which does not

multiplex GPUs (Figure 2). For example, FGD and GPULets

place Stable Diffusion XL (SDXL throughout the paper) with
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Figure 3. Throughput vs. energy for three models across

GPU allocations (color) and batch sizes (shape). See §2.2.

GPT; Usher and ParvaGPU place SDXL with ResNet50. Fig-

ure 2 (left and middle plots) shows that these placement

decisions increase latency (> 1.7×) and thus energy con-

sumption (𝐸 =
∫
𝑃𝑑𝑡 ) for these model sets by 15% compared

to Shepherd (no sharing). Meanwhile, the Oracle multiplexes

SDXL with MobileNetV3, cutting energy consumption by

13% over Shepherd (no sharing, Figure 2 right), as it reduces

total GPU power draw by 1.3× while incurring only a 1.14×
latency increase.

We explain these findings by analyzing each model’s re-

source utilization. SDXL is compute-intensive (52.9% com-

pute vs. 42.9% memory-pipeline utilization), while GPT-J and

ResNet50 are more memory-intensive. However, memory

utilization remains substantial across all three models (35.2–

43.2%), making the shared memory subsystem the bottleneck

when SDXL is colocated with GPT-J or ResNet50. The re-

sulting contention increases latency enough to outweigh the

power savings from sharing, consuming more energy than

dedicating a GPU to each model. In contrast, MobileNetV3

uses <15% of both compute and memory resources, leav-

ing ample headroom when colocated with SDXL; here, the

power savings outweigh the modest latency increase. Thus,

intelligent placement reduces both serving cost (only 5 GPUs

used) and cluster-wide energy (Figure 1).

Observation #1: Spatial multiplexing guided solely by GPU

utilization can increase energy consumption; instead, it must

be guided by placement decisions that treat energy as a first-

order objective. This enables multiplexing to reduce energy

while improving utilization and lowering serving cost.

2.2 Joint Allocation and Batch Size Decisions
When spatially multiplexing, the system must decide the

GPU allocation (i.e., fraction of GPU resources) and batch size

per model. Prior systems typically allocate resources before

choosing batch size, creating smaller allocations with larger

batches. However, we observe many cases where slightly

larger allocations with smaller batches reduce energy while

providing the same throughput. For example, the Oracle

in Figure 1 assigns Whisper a 45% allocation with batch 2

for 4 requests per second (RPS), reducing energy by 1.71×
over Usher and GPULets, which allocate 30% with batch 4.

Although the Oracle’s larger allocation increases power by

1.27×, the 2.18× latency reduction yields lower net energy

consumption. Figure 3, presenting throughput versus energy
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Figure 4. Tuning the frequency of shared GPUs to the model

set can further reduce energy consumption. See §2.3.

under unique allocation/batch size combinations, shows sim-

ilar trends across models (Appendix B shows data for all

models): for a given throughput (e.g., SDXL at 52 req/min),

the points in the figure that are most energy-efficient tend to

be smaller batches (circles, squares, diamonds) with slightly

larger allocations. Our measurements of isolated models

thus suggest that selecting batch size first and then allocat-

ing resources is energy-efficient. However, this decoupled

approach reduces packing density—larger allocations are

required to sustain arrival rates—increasing GPUs used and

cluster-wide energy (GPULets and Shepherd’s larger allo-

cations use 2–4 more GPUs in Figure 1, inflating energy by

1.4–1.7×). Instead, to minimize cluster-wide energy, we must

jointly reason over allocations and batch sizes across models.

Observation #2: For cluster-wide energy efficiency, GPU

allocations and batch sizes must be jointly determined across

models to balance power, latency, and the number of GPUs.

2.3 Tuning the Frequency of Shared GPUs
Prior works show that tuning GPU frequency can reduce

energy consumption [112, 124]. Lowering frequency reduces

power draw but increases latency. Hence, in a shared GPU

setting, which also inflates latency relative to isolated ex-

ecution, frequency tuning risks SLO violations and higher

energy consumption. However, Figure 4 shows that reducing

the frequency of shared GPUs can still reduce energy while

meeting SLOs (latency data omitted for brevity). For example,

reducing the frequency of GPT/Whis/MNet multiplexed (pur-

ple line) from 1.41 GHz (1.41 GHz is the maximum compute

frequency A100s support) to 0.87 GHz reduces energy con-

sumption by 1.43×. When SLOs have slack, the increase in la-

tency can be tolerated, allowing the power reduction to dom-

inate and lower overall energy consumption, as 𝐸 =
∫
𝑃𝑑𝑡 .

We observe similar trends across model sets, although the

optimal frequency depends on the model combination (e.g.,

0.96 GHz for SDXL/Whis/MNet). Thus, frequency must be

tuned to the model set, balancing power reduction against

latency inflation to achieve energy efficiency.

Observation #3: Reducing GPU frequency under spatial

multiplexing can lower energy consumption when SLO slack

exists, but requires per-model-set frequency tuning to bal-

ance power reduction against latency inflation.

2.4 Design Challenges
Our observations show that reducing energy in multi-tenant

inference serving requires jointly reasoning about placement,
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Figure 5. Fluctuations in runtime load require readjustment

of deployment configurations to optimize energy consump-

tion. See §2.4 (C3).
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Figure 6. Prior frequency-agnostic placement policies

colocate models with varying frequency needs, limiting

power/energy savings from frequency scaling. See §2.4 (C4).

configuration, and frequency decisions while balancing GPU

power draw against inference latency. Realizing such policies

requires addressing four key challenges, discussed below:

C1. Accurate and energy-conscious profiling. The per-
model deployment configuration space is large—over 450

configurations across > 15 GPU frequencies (§6 specifies the

frequency levels we use), 5–10 allocation sizes, 6 batch sizes

(≤ 32)—with wide variation in latency, throughput, and GPU

power (§1). Understanding this space is essential: optimal

configurations depend on latency SLOs, where looser SLOs

expand the feasible region and enable smaller batches, lower

frequencies, and smaller allocations that improve energy

efficiency. Moreover, many configurations achieve similar

throughput and satisfy SLOs but differ significantly in en-

ergy consumption (§2.2), requiring configuration choices to

adapt across models. Prior multiplexing systems explore a

small subset of this space (e.g., allocation size) using brute-

force profiling [20, 23, 75], sometimes with kernel-level pro-

filing [23, 50, 117, 126]. However, brute-force profiling, re-

quiring 6 GPU-hours on average and substantial energy per

model, becomes prohibitive at scale. Thus, we need accurate,

low-overhead methods to capture power–performance behavior

across the deployment space.

C2. Scalable power modeling for shared GPUs. Place-
ment and allocation decisions require estimating the power

draw of colocatedmodels, which directly impacts energy (Ap-

pendix A). This is non-trivial: simply summing each model’s

isolated dynamic power, proposed in prior work [61], over-

estimates (§7.3), as it ignores overlapping activity of auxil-

iary GPU components and GPU power-capping strategies.

Meanwhile, accurate prior methods rely on costly low-level

hardware profiling [2, 6, 8, 39, 70, 76, 83, 94, 121, 138], which

is prohibitive in shared GPU settings, as each model com-

bination must be profiled to obtain input data needed for

the respective modeling strategy. Thus, we need accurate yet

time-efficient methods to estimate the power draw of spatially

multiplexed GPUs.



C3. Accounting for runtime workload fluctuations.
Making initial scheduling decisions is already challenging

due to the combinatorially large space of placement and

deployment configuration options. Runtime fluctuations fur-

ther complicate decisions by altering the benefits of spatial

multiplexing. For example, Figure 5 shows that at low load,

sharing reduces energy by 1.08–1.56×: sharing increases com-

pletion time by only 5% while reducing GPU power by 1.54×,
avoiding an extra GPU incurring static power overheads. At

high load, however, sharing increases energy by 1.14–1.25×:
although isolated execution incurs the static power cost of

an extra GPU, it reduces completion time by 1.33×, reducing
energy consumption (𝐸 =

∫
𝑃𝑑𝑡).

C4. Architectural constraints limit the benefits of fre-
quency scaling. Realizing the benefits of frequency scal-

ing shared GPUs (§2.3) is non-trivial due to a fundamental

constraint imposed by GPU architectures: frequency is a

device-level setting that all multiplexed models share. This

inflates energy consumption when models with significantly

different performance requirements and hence frequency

requirements are multiplexed on a GPU. To demonstrate

this, we run an oracular frequency scaling policy (built us-

ing GEEPAFS [163], which transparently scales frequency

without violating SLOs) on top of four frequency-agnostic

placement policies (GPULets, FGD, Usher, ParvaGPU). For

each model set, the scaling policy determines the minimum

frequency that does not violate SLOs. Figure 6 compares the

power draw between these four placement policies and an

optimal, frequency-aware placement policy when serving 11

models at high load. This analysis quantifies the headroom

for jointly optimizing cluster and GPU-level decisions. While

frequency scaling reduces each system’s power, the Oracle

reduces power by 1.4–1.6×, as the prior systems colocate

models with unaligned frequency needs. This forces models

to run at higher frequencies dictated by the most demand-

ing model, even when others could meet SLOs with lower

frequencies. Thus, placement and frequency decisions must be

jointly optimized, as decoupling them and running frequency

scaling tools [163] on top of frequency-agnostic placement poli-

cies sacrifices power/energy-efficiency.

3 EnerTune’s Design
Motivated by our observations and challenges, we present

EnerTune, a multi-tenant inference serving system that re-

thinks GPU multiplexing through the lens of energy and

power-efficiency.

Workflow. Figure 7 shows EnerTune’s architecture. Offline,

the Config Characterizer builds accurate power-performance

profiles per model by sampling a small set of deployment

configurations and extrapolating to the full configuration

space. In the online phase, EnerTune uses these profiles to
construct energy-efficient deployment plans. Given a set

of models, the Energy and Power-Aware (EPA) Resource

Planner jointly determines model placement and deployment
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Figure 7. EnerTune’s system architecture. See §3.

configurations (GPU allocation, batch size, and frequency).

Then, on each GPU server, the Executor enacts the plan,

while the Runtime GPU Tuner adapts frequency and per-

model batch sizes to workload fluctuations. We describe

EnerTune’s key components next.

Configuration Characterizer. The Config Characterizer
builds power-performance profiles per model via two com-

ponents. The Sampler is energy-conscious and measures the

GPU power, inference latency, and throughput over only a

small subset (15%) of deployment configurations (addressing

C1, §2.4). The Estimator then estimates these measurements

for the remaining configurations using our polynomial ana-

lytical models. We detail the Config Characterizer in §4.1.

Energy and Power-Aware (EPA) Resource Planner. The
EPA Resource Planner is a cluster-level controller that de-

termines model placement and deployment configurations

for a workload. It uses the Colocation Power Estimator to

synthesize individual model profiles into accurate estimates

of the power draw of multiplexed GPUs (addressing C2, §2.4).

Using these estimates, the Plan Selector applies an energy-

awaremulti-dimensional bin-packing algorithm to efficiently

derive execution plans (addressing C4, §2.4). §4.2 details the

Colocation Power Estimator; §5.1 details the Plan Selector.

Runtime GPU Tuner. The Runtime GPU Tuner is a device-

level controller that dynamically adapts GPU frequency and

per-model batch sizes to fluctuating workloads without in-

terrupting execution, meeting SLOs while optimizing for

energy (addressing C3, §2.4). The Tuner is applicable only

within certain workload fluctuations. Larger changes, driven

by significant shifts in traffic to models, may require replan-

ning via our Resource Planner. §5.2 details the GPU Tuner.

EnerTune’s general applicability. While §2 analyzes en-

ergy consumption to motivate our work, EnerTune can op-

timize for the cluster operator’s intent to minimize power,

energy, or carbon emissions while meeting latency SLOs. We

show efficiency improvements for both power and energy

in this paper, with a discussion about extending to carbon

emissions in §9.

EnerTune’s GPUmultiplexing mechanism.We predomi-

nantly use NVIDIA’s Multi-Instance GPUs (MIG) to spatially

multiplex models, ensuring strong isolation and fault toler-

ance for safe/reliable multiplexing. MIG is widely adopted

across inference serving systems [71, 75, 77, 127, 139, 141,

157, 158, 161] and continues to be featured in the latest



NVIDIA hardware [103, 104]. However, we also show com-

patibility with Multi Process Service (MPS), NVIDIA’s other

multiplexing mechanism, in §7.4.

4 Estimating Power Draw
GPU power is the fundamental metric underlying all down-

stream metrics (energy, carbon emissions), making accurate

power estimation central to EnerTune. However, exhaus-
tively profiling all models, deployment configurations, and

colocated workloads to measure power is prohibitively time-

and energy-intensive (§7.3). Instead, we devise analytical

models to estimate per-model power across configurations

(§4.1) and the power draw of colocated models (§4.2). We

report average power estimates here; maximum power re-

sults are in Appendix D.2, along with latency and throughput

formulations (§C).

4.1 Estimating Per-Model Power Draw
Traditionally, total GPU power 𝑃𝑇 is broken down as:

𝑃𝑇 = 𝑃𝑆 + 𝑃𝐷 (1)

where 𝑃𝑆 is the workload-agnostic static power and 𝑃𝐷 is

workload-driven dynamic power (i.e., from models serving

requests). 𝑃𝐷 (and latency/throughput) depends on a model’s

deployment configuration (GPU allocation size, frequency,

batch size). With 450+ configurations per model, exhaustive

profiling is infeasible. Instead, we profile a small subset of

configurations to measure 𝑃𝐷 and use an analytical model to

estimate the model’s power for the remaining configurations.

Impact of configuration knobs on GPU power. To guide
our analytical formulation, we study how GPU allocation

size, frequency, and batch size each impacts a model’s dy-

namic power draw 𝑃𝐷 . Prior work analyzes their isolated

impact on performance [23, 28, 33, 47, 75, 112, 115, 117], but

not their joint impact on GPU power. Understanding these

effects enables us to build an analytical model that estimates

power across deployment configurations.

Across models, frequency exhibits a near cubic relation-

ship with power (Figure 8). This is consistent with CMOS the-

ory: dynamic power 𝑃𝐷 ∝ 𝑉 2 𝑓 , where𝑉 and 𝑓 are GPU volt-

age and frequency, respectively, and voltage scales roughly

linearly with frequency [70], yielding 𝑃𝐷 ∝ 𝑓 3. Batch size in-

creases power sublinearly. Larger batches eventually saturate

compute or memory pipelines; beyond this point, additional

batching yields little extra work per cycle, producing a flat-

tened, logarithmic-like trend. Finally, GPU allocation effects

are model-specific: some models show little change (Mo-

bileNetV3) as they are small and do not require additional

GPU resources, while wider and deeper models (VGG19,

SDXL) exploit larger allocations, increasing power draw.

Analytical model. Using our findings from Figure 8, we de-

vise an analytical formulation to estimate 𝑃𝐷 . To estimate 𝑃𝐷
across configurations, our model must capture three proper-

ties that impact power draw (Figure 8): (a) cubic dependence
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Figure 8. Impact of each deployment configuration knob on

GPU dynamic power draw. See §4.1.

on GPU frequency, (b) sublinear impact of batch size, and (c)

model-specific effects of GPU allocation and the interactions

among these knobs.

To capture these requirements, we model dynamic power

with a third-degree multivariate polynomial over frequency,

batch size, and allocation. This formulation directly encodes

the cubic dependence on GPU frequency. Moreover, it fits the

sublinear, logarithmic-shaped impact of batch size well over

𝑏 ∈ {1, 32}. Finally, cross-terms in the polynomial expansion

capture interactions between configuration knobs andmodel-

specific effects of allocation size. We thus estimate 𝑃𝐷 as:

𝑃𝐷 (𝑓 , 𝑏, 𝑎) =
3∑︁

𝑖=1

(
𝛽𝑖,𝑓 𝑓

𝑖 + 𝛽𝑖,𝑏𝑏𝑖 + 𝛽𝑖,𝑎𝑎𝑖
)

+
∑︁

𝑖+𝑗+𝑘 ≤ 3
at least two of 𝑖, 𝑗,𝑘>0

𝛽𝑖 𝑗𝑘 𝑓
𝑖𝑏 𝑗𝑎𝑘

(2)

where 𝑓 , 𝑏, 𝑎 > 0 denote frequency, batch size, and alloca-

tion. The first term captures the individual nonlinear effects

of each knob in isolation (knobs are not cross-multiplied

in the first term). Index 𝑖 denotes the polynomial degree,

𝑖 ∈ {1, 2, 3}, capturing linear, quadratic, and cubic effects

of each knob. Each coefficient 𝛽𝑖,𝑓 , 𝛽𝑖,𝑏 , and 𝛽𝑖,𝑎 modulates

model-specific sensitivity to each knob at degree 𝑖 . The final

term captures pairwise and three-way interactions between

knobs (e.g., 𝑓 𝑏, 𝑓 2𝑏, 𝑓 𝑏𝑎). Indices 𝑖 , 𝑗 , 𝑘 denote the degrees of

frequency, batch size, and allocation size in each interaction

monomial, with 𝑖 + 𝑗 + 𝑘 ≤ 3 to maintain a cubic model

and at least two of 𝑖 , 𝑗 , 𝑘 nonzero such that the second term

does not double-count the individual impact of knobs already

captured by the first term.

Since the impact of configuration knobs is model-specific,

we fit 𝛽 coefficients per model by profiling a subset of con-

figurations and applying Ordinary Least Squares (OLS) [93].

Rather than randomly select configurations, we use Latin

Hypercube Sampling, as it provides better stratification and

lower variance than random sampling [87]; other robust

sampling methods (e.g., Bayesian optimization) are also ap-

plicable. We find that profiling only 15% of configurations ac-

curately estimates power draw for the remaining 85% (§7.3).

4.2 Estimating Power Draw of Shared GPUs
While Equation 2 estimates an individual model’s dynamic

power draw, placement decisions require understanding the



power impact of colocated models. We find that prior so-

lutions that aggregate the individual dynamic power draw

of each model [61] overestimate the power draw of shared

GPUs (§7.3). Overestimating shared GPU power prohibits

EnerTune from maximizing energy savings, since it leads

to conservative packing decisions (i.e., models are packed

less densely, increasing power draw §7.2). We thus develop

an analytical model grounded in a deep understanding of

the power delivery across GPU hardware components to

synthesize individual per-model power profiles into accurate

shared GPU power estimates.

Analytical model. We formulate our model by understand-

ing how GPUs dynamically draw power 𝑃𝐷 . Modern GPUs

power-gate their compute units [70]. Hence, when profiling

models in isolation under fractional allocations, unused com-

pute units generally do not draw power. Instead, the gated

power draw of GPU compute depends on the model and its

compute usage given a GPU allocation. Other GPU compo-

nents are not power-gated and remain active regardless of

the allocation size. Some of these components (e.g., L2 cache,

memory controllers) draw power in two parts: the idle power

draw, incurred whenever any model runs on the GPU, and

active power draw, which depends on the model’s usage of

these shared components [70]. Other components of the GPU

(e.g., board fan, supporting auxiliary circuitry) draw power

whenever any process executes, generally independent of

which model is running [70].

This breakdown highlights why adding the individually

profiled 𝑃𝐷 of colocated models overestimates shared GPU

power draw: it counts the power draw of model-agnostic

terms once per model rather than once per GPU. Hence, to

accurately estimate shared GPU power draw, we formally

decompose dynamic power as the power draw of the com-

ponents that depend on the model 𝑃𝑀 (gated compute units,

active shared components) and the model-agnostic contri-

butions 𝑃𝑂 (idle shared-component draw, fan/auxiliary cir-

cuitry draw) incurred once per GPU. Formally,

𝑃𝐷 = 𝑃𝑀 + 𝑃𝑂 . (3)

Accurately estimating shared GPU power requires count-

ing model-agnostic components once while preserving dy-

namic model-specific contributions. Thus, we model total

GPU power draw 𝑃𝑇 when concurrently serving 𝑁 models

𝑀1, . . . , 𝑀𝑁 as:

𝑃𝑇 (𝑀1, . . . , 𝑀𝑁 ) = 𝑃𝑆 + 𝑃𝑂 +
𝑁∑︁
𝑖=1

𝑃𝑀 (𝑖) (4)

where 𝑃𝑆 is the model-agnostic static power draw (Equa-

tion 1). Modern GPUs do not expose telemetry that isolates

𝑃𝑀 from 𝑃𝑂 , so neither can be measured directly. Instead,

we can derive 𝑃𝑀 per model using Equation 3 and the per-

model dynamic power estimation 𝑃𝐷 from Equation 2 in

§4.1: 𝑃𝑀 = 𝑃𝐷 − 𝑃𝑂 . With knowledge of 𝑃𝑀 per model and

the model-agnostic term, we can estimate the net power

draw of shared GPUs. We describe how we obtain the two

model-agnostic terms 𝑃𝑆 and 𝑃𝑂 next.

Obtaining 𝑷𝑺 . 𝑃𝑆 is frequency dependent [46, 70]. Obtaining
𝑃𝑆 is simple: at each frequency, wemeasure GPU powerwhen

no processes execute. This is a one-time cost per GPU type.

Obtaining 𝑷𝑶 . 𝑃𝑂 is the model-agnostic power draw of

shared GPU components. The exact composition of 𝑃𝑂 de-

pends on the GPU type, as different GPU types can have

different components, each with varying power draw. For

example, modern GPUs include L2 caches and memory con-

trollers, but can differ substantially in cooling architecture

(e.g., A100s are passively cooled by chassis-level fans exter-

nal to the GPU module, while A6000s have onboard fans

powered via the same power rail as the GPU). Consequently,

𝑃𝑂 is not a fixed physical quantity that transfers across GPU

types; instead, its value and which components contribute

to it differ by GPU architecture.

Because of these differences in GPU composition, we de-

rive 𝑃𝑂 empirically per GPU type, rather than formally de-

composing power draw per component in the architecture

(we leave that breakdown to future work as instrumentation

for directly measuring each component improves). Specif-

ically, we rely on a high-level profiling methodology to

estimate 𝑃𝑂 . At each frequency, we deploy one and two

GEMM instances, each given a 15% allocation, and measure

GPU power. By Equation 4, each measurement is 𝑃𝑇 (𝑛) =
𝑃𝑆 + 𝑃𝑂 + 𝑛 · 𝑝 for 𝑛 ∈ {1, 2} concurrent instances, where
𝑝 is a single GEMM instance’s model-specific power draw.

With 𝑃𝑆 already measured, there remain two unknowns, 𝑝

and 𝑃𝑂 . By solving the 2 × 2 equations with 𝑛 = 1 and 𝑛 = 2

measurements, we obtain 𝑃𝑂 ’s value.

Putting it all together.With knowledge of 𝑃𝑆 , 𝑃𝑂 , and each

model’s 𝑃𝑀 , we can use Equation 4 to accurately estimate

the GPU power draw of colocated models.

5 Deployment and Runtime Decisions
Leveraging our power estimation models (§4), EnerTune
jointly reasons about model placement, deployment con-

figurations, and GPU frequency to make energy-aware de-

ployment and runtime decisions. We next describe how

EnerTune’s EPA Resource Planner computes initial place-

ment and configuration decisions for models with expected

load (which are obtainable via historical request rates). The

Runtime GPU Tuner adjusts configurations as runtime load

deviates from the expected load to maintain latency SLOs

while maximizing energy efficiency.

5.1 Generating Energy-Aware Execution Plans
Givenmodels with latency SLOs and expected request arrival

rates, EnerTune’s EPA Resource Planner generates execution

plans, specifying deployment configuration and placement

decisions, to minimize “cost”: energy or power. Naive brute-

force is infeasible: with 𝐾 GPUs, 𝑁 models, and 𝐵 × 𝐴 × 𝐹
deployment configurations (B batch, A allocation size, and F



Algorithm 1: Generating execution plans (§5.1).

1 Function createExecutionPlans(freqBins, costMetric):
2 bins← ∅
3 foreach freq ∈ freqBins do
4 foreach model ∈ freqBins[freq] do
5 𝑏𝑖𝑛 ← GetCompatibleBin(model, bins[freq])

6 if bin not None then
7 𝑏𝑖𝑛.𝑚𝑜𝑑𝑒𝑙𝑠 ← 𝑏𝑖𝑛.𝑚𝑜𝑑𝑒𝑙𝑠 ∪ {𝑚𝑜𝑑𝑒𝑙}
8 else bins.add(NewBin(model, freq))

9 bins← SortByFreqDescending(bins)

10 foreach bin ∈ bins and bin.util < 100% do
11 foreach lfb ∈ LowerFreqBins(bin.freq) do
12 if lfb.util < 100% then bins← TryMerge(bin, lfb)

13 bins← SortByCostSpreadAscending(bins, costMetric)

14 foreach bin ∈ bins and bin.util < 100% do
15 foreach hfb ∈ HighFreqBins(bin.freq) do
16 if hfb.util < 100% then bins← TryMerge(bin, hfb)

17 return bins

frequency options) per model, the search space is exponential

𝑂 ((𝐵𝐴𝐹𝐾)𝑁 ). Mixed-integer linear program formulations

are also infeasible, as multivariate bin-packing is NP-hard

and MILP solvers are slow at scale [23, 80, 112, 117, 124].

Prior work for cloud-native workloads [15, 30, 31, 72, 73, 79,

118, 119, 130], ML training [24, 45, 57, 73, 92, 97, 147], and

inference serving [23, 73, 75, 77, 80, 112, 114, 117, 141, 142,

148, 158, 159, 161, 168] propose time-efficient bin-packing

algorithms, but optimize utilization, performance, or cost

rather than energy or power. Simply augmenting existing

algorithms with our colocation power model (Equation 4)

is insufficient: maximizing gains requires frequency-aware

placement decisions (C4, §2.4). Thus, we design a new place-

ment algorithm whose bin-packing decisions are driven by

energy and frequency (Algorithm 1). Our algorithm consists

of two main steps: (1) initial frequency-aware model binning,

and then (2) cost and fragmentation reduction.

Step 1: Initial frequency-aware model binning. To re-

duce the complexity of our problem, we prune the search

space via frequency-aware binning (lines 3–8). We initially

group models with the same frequency requirements into a

bin, since frequency is a device-level setting shared among

colocated models (C4, §2.4). For each model, we select the

lowest-cost configuration that meets its latency SLO, using

per-model profiles generated by the Config Characterizer

(§4.1). We then group models by frequency and place them

in the same “bin” if they are compatible (line 5). We consider

models compatible if they fit on a GPU and multiplexing

them reduces cost compared to isolated execution, deter-

mined with Equation 4 and 𝐸 =
∫
𝑃𝑑𝑡 .

Step 2: Cost and fragmentation reduction. Naively de-

ploying the initial execution plan, constructed from per-

model optimal configurations, may be globally suboptimal:

models with differing frequency needs create underutilized

bins, increasing both GPU fragmentation and cost from the

static power draw of extra GPUs. Thus, in this step, we reduce

fragmentation and cost by merging bins across frequency as

long as we continue meeting SLOs. We first merge higher-

frequency bins into lower-frequency ones, since reducing

frequency generally reduces power and energy (Figure 8).

We sort bins by frequency (line 9), traverse them in descend-

ing order (lines 10–11), and evaluate merging opportunities

in each iteration (line 12). When merging bins, we consider

per-model allocation and batch size combinations to iden-

tify configurations that jointly fit on a GPU, meet SLOs, and

minimize cost. As before, we only merge bins if compatible.

To further reduce cost and fragmentation, we make an

additional pass that merges lower-frequency bins into higher-

frequency bins. This step reduces cost and fragmentation,

as increasing frequency preserves SLOs (latency decreases

monotonically [112]), enabling more merging opportunities.

However, naively iterating from the lowest-frequency bin

can inflate cluster cost, as moving them to higher frequencies

can increase power and energy. Instead, we sort bins by their

cost spread (the cost difference between a bin’s current fre-

quency and the highest-frequency, line 13) and traverse them

in ascending order (lines 14–15). This prioritizes bins whose

cost increases the least when moved to higher frequencies,

reducing overall cluster cost. For each bin, we greedily at-

tempt merges from the highest-frequency bin downward. As

before, merges occur only if bins are compatible.

Satisfying cluster size constraints. After an iteration, the

plan may exceed the GPU budget. Therefore, we must re-

duce bins even when no cost-compatible merges remain. We

merge the two lowest-frequency bins, minimizing cost in-

crease, and rerun Step 2 (lines 9–16). This reduces GPU count

by one per iteration with minimal cost increase.

Efficiency of our algorithm.We reduce time complexity

from exponential to polynomial:𝑂 (𝑁 3 (𝐵𝐴)4). The dominant

cost arises in lines 12/16, which enumerate batch/allocation

combinations for up to four models, yielding (𝐵𝐴)4. This
packing procedure runs up to 𝑁 2

times across nested loops

(lines 10–11, 14–15). Finally, the two-pass merging may re-

peat up to 𝑁 − 𝐾 ≈ 𝑁 times to meet GPU constraints.

5.2 Adapting to Workload Fluctuations
EnerTune’s EPA Resource Planner makes placement and

configuration decisions given an expected load. However,

workloads can deviate from expectation during runtime, po-

tentially requiring adjustment to GPU frequency, batch size,

or even model allocation/placement. To minimize disruption,

we prioritize maintaining model placement/allocation de-

cisions and instead dynamically tune GPU frequency and

batch sizes in response to fluctuating workloads.

RuntimeGPU-level tuning.The RuntimeGPUTunermon-

itors each model’s load 𝜆 and, upon > 𝛼% or < 𝛽% devia-

tions, adjusts batch size and/or GPU compute frequency

with no downtime to meet demand while minimizing energy



Algorithm 2: Frequency tuning and batching (§5.2).

1 Function tuneDevice(gpu):
2 𝑖𝑛𝑐 ← (∃𝑚 ∈ 𝑔𝑝𝑢.𝑚𝑜𝑑𝑒𝑙𝑠 : 𝜆𝑚 > (1 + 𝛼) ˆ𝜆𝑚)
3 𝑑𝑒𝑐 ← (∃𝑚 ∈ 𝑔𝑝𝑢.𝑚𝑜𝑑𝑒𝑙𝑠 : 𝜆𝑚 < (1 − 𝛽) ˆ𝜆𝑚)
4 𝐶𝑏𝑒𝑠𝑡 ←∞, 𝑏𝑒𝑠𝑡𝑐 𝑓 𝑔𝑠 ← ∅
5 foreach 𝑓 ∈ getFreqSpace(gpu.freq, inc or dec) do
6 if AllSlosMet(gpu.models, f) then
7 𝑏𝑎𝑡𝑐ℎ𝑒𝑠 ← ChooseBatches(𝑔𝑝𝑢, 𝑓 )
8 𝐶 ← Cost(𝑓 , 𝑏𝑎𝑡𝑐ℎ𝑒𝑠, 𝑔𝑝𝑢.𝑚𝑜𝑑𝑒𝑙𝑠)
9 if 𝐶 < 𝐶𝑏𝑒𝑠𝑡 then

10 𝐶𝑏𝑒𝑠𝑡 ← 𝐶 & 𝑏𝑒𝑠𝑡𝑐 𝑓 𝑔𝑠 ← (𝑓 , 𝑐 𝑓 𝑔𝑠)

or power. EnerTune directly pins GPU compute frequency,

bypassing GPU dynamic voltage frequency scaling (DVFS);

thus, changing batch size does not impact compute frequency.

We do not control GPU memory frequency, leaving memory-

frequency tuning as future work. Algorithm 2 details this

process. As load changes, the Tuner explores increasing or de-

creasing frequency (lines 2–3). Using our shared GPU power

draw estimations (Equation 4) and individual model latency

and throughput estimations (Equations 8– 9), the Tuner an-

alytically evaluates feasible frequency/batch-size combina-

tions within the fixed allocation size. We only consider con-

figurations that are realizable (e.g., sufficient GPU memory)

and that satisfy SLOs, before selecting the minimum-cost

configuration (lines 5–10). If no feasible local configuration

exists, the Tuner escalates to the EPA Resource Planner. We

use a standard grid search with three models colocated to

tune 𝛼 = 5% and 𝛽 = 10% (§7.4 presents a sensitivity study).

Escalation triggers. Although we prioritize preserving ex-

isting placement and allocation decisions, large load shifts

can render them suboptimal, insufficient (e.g., SLOs are vio-

lated despite local frequency/batch-size tuning), or infeasible

(e.g., insufficient memory for the required batch size). Hence,

following prior work [23, 80, 112, 117], we escalate to the

EPA Resource Planner if (1) cluster load deviates > 𝛾% or

< 𝜃%, or (2) local frequency/batch-size adjustments are in-

sufficient or infeasible. We tune 𝛾 = 20% and 𝜃 = 40% using

a standard grid search (§7.4 presents a sensitivity study).

6 Implementation
We build EnerTune in Python (1426 LoC), C++ (209 LoC), and
Bash (894 LoC). We use NVIDIAMIG [105], a widely adopted

mechanism [71, 75, 77, 127, 139, 141, 157, 158, 161] that pro-

vides strong isolation and fault tolerance, for safe/reliable

multiplexing. We show compatibility with MPS [101] in §7.4.

EnerTune comprises two entities: a Cluster Manager (logi-

cally centralized controller), hosting our EPA Resource Plan-

ner, and GPU servers, hosting the Executor and Runtime

GPU Tuner. The Config Characterizer is lightweight and can

run anywhere, simply requiring one GPU for quick profiling.

Components communicate via gRPC [43].

Config Characterizer. We use SciPy’s Latin Hypercube

Sampling [129] to select configurations, profiling them for

5s with closed-loop request arrivals for stable measurements.

We sample power every 100 ms via NVIDIA Management

Library [102]. The Estimator produces power-performance

profiles (10.8 KB), stored in an in-memory SQLite store [55].

EPAResource Planner.The EPAResource Planner is a CPU

process that uses model profiles to generate execution plans

and sends them via gRPC to each GPU server’s Executor.

Executor. The Executor maintains a thread per GPU. It

deploys a process per model, using vLLM [74] for all LLMs

and TensorRT [107] for othermodels (CNNs,Whisper, SDXL).

Model weights are downloaded from HuggingFace [58].

Runtime GPU Tuner. The Tuner, a CPU process with

one thread per GPU, monitors per-model request queues

to track load. To minimize frequency-switching overheads,

the Tuner runs as a persistent privileged process that keeps

the clock-management utility (NVIDIA System Management

Interface [106]) in memory, eliminating repeated launch and

privilege escalation overheads. The Tuner selects among

15 streaming multiprocessor (SM) frequencies spanning the

GPU’s range (A100 210–1410 MHz in ∼90 MHz increments).

Although GPUs support finer-grained frequencies, they in-

crease configuration and profiling complexity without signif-

icant energy benefits. However, our modular design enables

EnerTune to support finer-grained frequencies if desired.

7 Evaluation
We evaluate EnerTune against five state-of-the-art baselines

using real-world traces. Our key findings are:

1. Across baselines and load, EnerTune reduces power by

1.3–2.6× and energy by 1.4–2.3× while meeting latency

SLOs (§7.1).

2. Each of EnerTune’s components is critical for improving

energy and power-efficiency of inference (§7.2).

3. EnerTune reduces profiling time by 1.32–17.3× and main-

tains high power estimation accuracy: 4–7% error (§7.3).

4. EnerTune is robust to varying arrival patterns and SLOs,

generalizes to other GPU types and LLM-only workloads,

and scales as the number of models to deploy grows (§7.4).

5. EnerTune introduces no additional inference overhead,

matching the minimal overheads of prior systems (§7.6).

Models.We use 22 models (two instances of 11 models) span-

ning domains, architectures, and sizes (5.5M–6B parameters)

used in recent work [27, 117, 126, 161]: seven CNNs for image

classification (VGG11/19, MobileNetV3-Large, ResNet50/152,

DenseNet161/169), two SDXL variants generating 1024x1024

and 256x256 images, Whisper speech-to-text, and GPT-J-6B

text generation. These reflect the smaller CNNs/NLPs/LLMs

served by hyperscalers (Alibaba [128, 140, 141], Meta [27]),

with a few in MLPerf’s Datacenter Inference Benchmark

v5 [91] (ResNet50, GPT-J-6B, SDXL, Whisper). Appendix D.1

further details models and datasets.

Workload. We follow the methodology of prior GPU multi-

plexing works [50, 117, 126, 161] to generate our workloads.



We use two Azure Function traces: MAF1 with dense, steady

request arrival [159] and MAF2 with bursty arrival [162].

Each model’s 100% load is the RPS of the 22 functions with

the highest average RPS in the traces, like prior work [47,

75, 117, 126, 159]. We scale the trace to 25–125% load rel-

ative to the peak capacity, yielding cluster arrival rates of

5K–25K RPS. We execute traces for ∼1 hour; each system

serves the same number of requests (identical workloads)

for fair comparison of energy consumption.

Baselines. We compare with five state-of-the-art baselines.

(1) Usher [117]: a serving system that aggressively packs

models using MPS and selectively replicates them to further

increase packing density and utilization.

(2) FGD [141]: a serving system that greedily packs models

to minimize cluster-wide fragmentation.

(3) GPULets [23]: a serving system that uses MPS to pack

models while meeting SLOs. To mitigate interference and

SLO violations, GPULets packs at most two models per GPU.

(4) ParvaGPU [75]: a serving system that applies MPS within

MIG slices to tightly pack GPUs and improve utilization.

(5) Jacquet et al. [61] (Additive): a state-of-the-art power es-

timator that sums per-model isolated dynamic power with

GPU static power to estimate shared GPU power. We com-

pare EnerTune’s estimation accuracy against it (§7.3).

Testbed. Our testbed has 16 NVIDIA A100 80 GB GPUs (4

GPUs/server), equipped with AMD EPYC 9554P (64 Core)

CPUs. We also show EnerTune’s generalizability to GPU

types with 8 A6000s and RTX 4090s in §7.4. We use Ubuntu

22.04 and NVIDIA Drivers 575.57.08 with CUDA 12.9.

Metrics.We compare the power and energy consumption

across systems. For performance, following prior work [80,

112, 161], we report each system’s p99 latency normalized

to per-model SLOs: values <1 meet the SLO with ≥99% at-

tainment, while >1 indicate violations. We follow industry

methodologies [44, 112, 124] and set each model’s SLO (see

Appendix D.1) as its p90 latency when run in isolation on

a single GPU under Poisson arrivals; we evaluate tighter

and looser SLOs in §7.4. Finally, we evaluate our analytical

models with profiling time/energy and estimation accuracy.

7.1 E2E Power and Energy Gains
As cluster operators may have different intents (minimize

power or energy), we evaluate EnerTune with each intent

while meeting latency SLOs.

Power savings. Figure 9 (top) shows average cluster power
draw (Appendix D.2 shows max power) and p99 latency of

each system serving all models (MAF1 trace). Across load,

EnerTune reduces power by 1.3–2.6× versus the baselines

whilemeeting SLOs (Appendix D.3 shows per-model latency).

At low loads (25–50%), EnerTune opportunistically reduces

frequency (240–690 MHz). Although this increases latency,

EnerTune tunes frequency to meet SLOs and support load

such that request queues do not build up (queuing delay
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Figure 9. ET reduces power by 1.3–2.6× and energy by 1.4–

2.3× while consistently meeting SLOs. See §7.1.

across models is 0.02–0.08 ms at low load). Moreover, with

accurate latency and throughput estimates from the Config

Characterizer, EnerTune reduces GPU allocation and batch

size without violating SLOs: for example, EnerTune allocates
ResNet152 30% of a GPU with batch size 2, while the base-

lines allocate 45% with batch size 4–16. This enables denser

packing and power reduction: EnerTune uses only 8 GPUs

while baselines use 9–12.

At higher loads (≥75%), EnerTune increases frequency

(780–1140 MHz) and readjusts deployment configurations to

meet SLOs. For example, it increases ResNet152’s allocation

to 60% and batch size 8 at 125% load. However, it continues

to select configurations that minimize power given perfor-

mance constraints. It also colocates models with similar fre-

quency needs (e.g., DenseNet161 and Whisper at 780 MHz),

enabling a shared frequency that avoids excess power draw

at high frequencies and SLO violations at low frequencies.

Usher is next best in reducing power, as its aggressive pack-

ing reduces GPUs used. However, this packing violates SLOs

at high load (125% load). GPULets is conservative, placing

only two performance-compatible models on a GPU. Hence,

it consistently meets SLOs, but inflates power by using the

most GPUs (12–16) across all loads. FGD and ParvaGPU

adopt more balanced strategies, but ParvaGPU (and Usher)

deploy multiple instances of the same model under small

allocations to pack GPUs instead of one larger instance; this

increases power due to replicated model weights occupying

GPU memory and traversing the GPU memory hierarchy.

Energy savings. We next analyze EnerTune’s ability to

adapt and minimize energy. Figure 9 (middle) shows that

across loads, EnerTune reduces energy by 1.4–2.3× while

meeting latency SLOs. EnerTune makes different decisions

when minimizing energy, as it balances GPU power and

latency (𝐸 =
∫
𝑃𝑑𝑡). For example, at 100% load, EnerTune

uses 10 GPUs (versus 8 for power optimization) as it allo-

cates slightly larger GPU shares with smaller batches: when

minimizing power, it allocates ResNet152 a 30% GPU share

with batch 16, whereas for energy, it allocates 45% with batch

8, reducing latency by 2.9× and energy per request by 2×.
EnerTune also adapts placement and frequency when

optimizing for energy. For example, we place SDXL with
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Figure 10. Ablation comparing ET’s Colocation Power Es-

timator with a state-of-the-art additive estimator [61]. ET’s

accurate estimations reduce power and energy. See §7.2.

VGG19/DenseNet161 when optimizing power. This combi-

nation is energy-incompatible, inflating energy by 1.3× rela-

tive to isolated execution. Instead, we place SDXL with Mo-

bileNetV3 for energy compatibility (Figure 2, §2.1). We also

reduce frequency conservatively to balance power reduction

against latency inflation: it operates GPUs at 780–1050 MHz

at low load, versus 240–690 MHz for power optimization.

Despite decreasing frequency, EnerTune reduces latency
compared to the baselines. GPULets slightly inflates latency

due to interference; Usher’s aggressive replication and dense

packing increases contention. FGD and Parva minimize al-

location size and increase batch size to support load, which

meets SLOs but slightly raises latency. EnerTune instead

increases allocation size to reduce energy (e.g., EnerTune
allocates DenseNet161 60% GPU share with batch 4, versus

30% with batch 8 from FGD and Parva). Moreover, reducing

frequency from 1410 MHz to 780–1240 MHz has little impact

on latency, which typically degrades sharply <600MHz [112].

Thus, modestly larger allocations offset lower frequencies,

enabling EnerTune to achieve lower latency and energy.

7.2 Performance Breakdown
We next break down EnerTune’s power and energy gains

into the contributions of the Colocation Power Estimator,

the EPA Resource Planner, and the Runtime GPU Tuner.

Ablation study: Colocation Power Estimator. Our Colo-
cation Power Estimator estimates the power draw of shared

GPUs (§4.2). We evaluate its accuracy in §7.3. Here, we show

our accurate estimates are critical for reducing power and en-

ergy. We compare against an Additive estimator proposed in

prior work [61], which sums each model’s isolated dynamic

power with GPU static power. We keep all other system com-

ponents unchanged. Figure 10 shows that accurate estimates

enable EnerTune to reduce energy by 1.2–1.4× (1.3× avg)

and power by 1.2–1.3× (1.3× avg). The Additive estimator

greatly overestimates (§7.3). This causes the EPA Resource

Planner to incorrectly deem many colocations incompati-

ble since their estimated shared power/energy exceeds the

cost of serving them on separate GPUs. Hence, the Additive

estimator uses 2–3 more GPUs, increasing power and energy.

Ablation study: EPA Resource Planner. The Resource
Planner generates execution plans specifying frequency and

placement/allocation decisions. Here, we isolate gains from

our placement/allocation decisions by disabling frequency
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Figure 11. Ablation of ET’s EPA Resource Planner shows

that its placement and allocation decisions alone (no fre-

quency tuning) reduce power and energy. See §7.2.
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Figure 12. Ablation of ET’s Runtime GPU Tuners shows

they are critical for meeting SLOs and reducing power by

adjusting batch size and frequency under varying load (§7.2).

tuning (all GPUs run at max frequency). Figure 11 shows our

placement decisions alone (ET-PlaceOnly) reduce power by

1.13–1.52× and energy by 1.17–1.53× over the baselines at
high load (30-minute trace). This is because we reduce GPUs

used (only 8, baselines ≥9) and ensure multiplexed models

consume less power or energy than isolated execution. In

contrast, baselines make power/energy-incompatible deci-

sions (e.g., GPULets places SDXL with GPT, §2.1). Jointly

optimizing placement with frequency by colocating models

with similar frequency requirements further reduces power

by 1.42× and energy by 1.41× over ET-PlaceOnly.

Ablation study: Runtime GPU Tuner.We next evaluate

the impact of EnerTune’s Runtime GPU Tuner, which dy-

namically adjusts frequency and batch size under fluctuating

load. We randomly choose a 500-second window from the

trace and analyze the changes the Tuner makes for a set

of three models multiplexed on a GPU (Figure 12). At 70s

when load for M1 (ResNet50) and M2 (MobileNetV3) slightly

increases, we only increase batch size (not frequency) to

minimize the increase in power draw while supporting the

higher load. At 134s and 226s, noticeable load drops trigger

a ∼600 MHz frequency reduction, reducing power draw by

50–60W (bottom right). At 362s when load grows, we in-

crease frequency while reducing batch size to meet demand

efficiently. These dynamic adjustments by the Runtime GPU

Tuner improve EnerTune’s SLO compliance (middle right)

while reducing GPU draw by 30–60W (bottom right).
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and energy consumption. See §7.3.
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Figure 14. ET’s power estimation accuracy. See §7.3.

7.3 Efficacy of Profiling & Power Estimation
Profiling cost. As our goal is to improve energy efficiency,

in addition to profiling time, we evaluate the energy con-

sumed during profiling (Figure 13). We exclude FGD since

it only makes placement decisions, not deployment config-

uration decisions. Despite a 15× larger search space from

including frequency as a configuration knob, EnerTune re-
duces profiling time by 1.32–17.3× (7.3× avg) and profiling

energy consumption by 6.52–8.29× (7.4× avg) by measuring

high-level metrics (GPU power draw, latency) for a small

subset of configurations and then estimating the rest. Par-

vaGPU’s brute-force profiling increases profiling time by

2.67× on average. Usher requires 2–3 hours to collect kernel-

level traces for its latency/memory predictors, increasing

profiling time by 2.32× on average. GPULets profiles kernel-

level metrics per model (7 hours for models with thousands

of kernels, e.g., GPT-J-6B), increasing profiling time by 17.3×
over EnerTune.
Estimation accuracy. Figure 14 (top) shows that across 11
diverse model types (CNNs, image generation, speech-to-

text, LLMs), we accurately estimate the average power draw

of individual models under 450 deployment configurations,

withmedian absolute percentage error (MAPE)<5% andmax-

imum error <10% (Appendix D.4 shows latency accuracy).

Figure 14’s bottom row shows that for 8 representative model

sets colocated on a GPU (2–4 models per GPU under high

load), we accurately estimate the shared GPU power draw

compared to recent prior work [61] that sums each model’s

individual dynamic power profiled in isolation with static

power. Across 150 model sets, we only have 6.3% MAPE. The

additive estimator overestimates by double-counting shared

components (§4.2). Instead, EnerTune decomposes power

into model-dependent power draw of GPU components and

model-agnostic contributions (shared auxiliary components,

peripherals), enabling accurate synthesis of per-model esti-

mates into shared GPU power.
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Figure 15. ET continues to minimize energy while meeting

SLOs under bursty arrival (MAF2 trace [162]). See §7.4.
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Figure 16. ET is robust to different SLOs. See §7.4.

Ablation study of analytical model components. We

conduct a study to understand the impact of each model com-

ponent on estimation accuracy. Specifically, in Equation 2, we

observe the increase in estimation error as we remove each

model component. Not accounting for batch size, frequency,

or allocation size increases the average power estimation

error of individual models from 5.2% to 24.3%, 42.9%, and

21.3%, respectively. We find similar accuracy degradation

with Equation 4 when estimating the power draw of shared

GPUs. Removing 𝑃𝑆 or 𝑃𝑂 increases average estimation error

from 6.3% to 33%. Thus, themodel components in Equations 2

and 4 are vital for high estimation accuracy.

7.4 Robustness, Generalizability, and Scalability
Robustness to arrival patterns.We evaluate EnerTune’s
robustness to arrival patterns with MAF2 bursty trace [162].

For brevity, we report energy (similar trends hold for power).

Figure 15 shows EnerTune reduces energy by 1.13–1.92×
while meeting SLOs across load. Unlike the MAF1 trace, at

high load (125%) EnerTune only decreases energy by 1.17×
on average compared to the baselines. This is because the

GPUTuner increases batch size andGPU frequency to handle

bursts and meet SLOs (minimum frequency 1050 MHz for

MAF2 versus 780 MHz for MAF1).

Robustness to SLO scales. Figure 16 shows EnerTune is

robust to SLOs (MAF2 trace, high load). With tighter SLOs,

EnerTune increases frequency and allocation sizes to meet

SLOs, thereby increasing energy consumption closer to the

baselines. With loose SLOs, EnerTune is conservative in re-

ducing frequency and allocation sizes to avoid significantly

inflating latency, which would raise net energy consumption:

EnerTune reduces energy consumption by 1.64× on average

under looser SLOs while maintaining low inference latency.

When optimizing for power (Appendix D.8), under looser

SLOs, EnerTune greatly reduces frequency to reduce power

by 2.6× on average without violating SLOs.

Sensitivity to load hyperparameters. EnerTune’s Run-
time GPU Tuner adjusts frequency and batch size when a
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Figure 18. Evaluation of ET’s efficacy on LLM-only work-

loads. ET generalizes to LLMs, reducing energy consumption

while maintaining SLO compliance. See §7.4.

model’s load increases by 𝛼% or decreases by 𝛽% relative

to its current load. Larger 𝛼 values delay adjustments and

increase SLO violation risk. In contrast, SLO violations are

largely insensitive to 𝛽 , since it only triggers adjustments

when load decreases; 𝛽 primarily governs power savings,

with larger values making the Tuner more conservative. Via

a grid search (5–50%, 5% increments) with 3 models deployed

on a single GPU and load varying between 50–100%, we find

𝛼 = 5–20% maintains SLO compliance, while 𝛽 = 10–40%

maximizes power savings (see Appendix D.6 for data).

Generalizability to GPU types.We evaluate EnerTune’s
generalizability to GPU types with eight A6000s and RTX

4090s. On each type, we deploy all models (MAF1 trace, high

load) and use MPS for multiplexing (these GPUs do not sup-

port MIG), like prior work [23, 117]. EnerTune generalizes
to GPU types (Figure 17): we reduce energy by 1.56–2.12×
with energy-aware placement and configuration decisions.

Generalizability to LLM workloads. Our E2E workload

(§7.1) mixes LLMs with SDXL, Whisper, and CNNs. Here,

we evaluate EnerTune on LLM-only workloads, deploying

2× each of Llama-3.1-8B, Mistral-Nemo-12B, Qwen2.5-14B,

InternLM2.5-20B, Gemma-2-27B, and Yi-1.5-34B with int4

quantization. We use vLLM, WikiText [88], 512 output to-

kens, and the MAF2 high-load trace. Figure 18 shows that

EnerTune reduces energy by 1.65–2.27×while meeting SLOs

despite a slight increase in latency by 1.06–1.30×. Per-model

and shared GPU power estimation errors also remain low at

4.63% and 9.7%, respectively. We assume each LLM and its

maximum KV cache fit within its GPU allocation; we leave

handling dynamically growing KV caches under multiplexed

environments as future work.

Scalability to # of models. We evaluate EnerTune’s scal-
ability as the number of models grows (10–1000 models)

by analyzing the number of GPUs used and power draw

of each system (Appendix D.7). EnerTune matches the next

best baselines (Usher, ParvaGPU) in GPUs used (148–150

GPUs for 500 models, 290–294 for 1000 models). However,
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Figure 19. Energy consumption of cluster-level serving sys-

tems with and without LithOS, a device-level tuner adjust-

ing GPU allocation and frequency. EnerTune jointly reasons

about placement, allocation, batch size, and frequency deci-

sions to maximize energy efficiency. See §7.5.

we reduce power draw by 2–2.7×. We note it is prohibitive

for us to deploy 1000 models across 250+ GPUs; thus, we

estimate the power draw of each system’s execution plan

with EnerTune’s accurate Colocation Power Estimator.

7.5 Joint versus Decoupled Optimization
EnerTune is the first inference serving system that jointly

optimizes model placement, GPU allocation, batch size, and

GPU frequency. Prior systems only optimize the first three

knobs without reasoning about GPU frequency. Meanwhile,

a few device-level schedulers optimize allocation (LithOS [27],

Orion [126], REEF [50]) and/or frequency (LithOS [27], GEEP-

AFS [163]) for models already assigned to a GPU. Hence, a

plausible alternative to EnerTune is to compose cluster- and

device-level schedulers. We evaluate this design by combin-

ing each serving system (Usher, GPULets, ParvaGPU, FGD)

with LithOS [27]: the serving system determines model place-

ment and batch size, after which LithOS optimizes GPU al-

location and frequency to minimize energy while meeting

SLOs. We compare EnerTune’s energy consumption against

each system with and without LithOS using the MAF1 high-

load trace. Figure 19 shows that despite combining serving

systems with device-level optimizers, EnerTune still signif-
icantly reduces energy consumption by 1.5–1.89×. While

LithOS reduces each serving system’s energy consumption,

it is limited in its benefits since the serving systems make

frequency-incompatible placements that force LithOS to run

at higher frequencies dictated by the most demanding model.

Instead, by optimizing placement, allocation, batch size, and

frequency jointly, EnerTune maximizes energy efficiency

while meeting latency SLOs.

7.6 EnerTune Incurs Minimal Overheads
EnerTune incurs minimal overheads. The Colocation Power

Estimator estimates shared GPU power in 400𝜇s. The Re-

source Planner takes <1.7s to generate execution plans (1.5

min for 1000 models). Model loading time ranges from 0.39s

(MobileNetV3) to 1.53s (GPT-J-6B), and GPU configuration

time (allocation, frequency, batch size) is <0.1s. Hence, total

overhead is 2.24–3.38s, similar to baselines (1.83–3.98s). Ob-

taining 𝑃𝑆 and 𝑃𝑂 (§4.2) takes a few minutes (∼3 min) per

GPU type; this is a one-time cost off the critical path.



8 Related Work
Energy-aware serving. While several works make energy-

aware scheduling and frequency scaling decisions [14, 60, 65,

68, 69, 96, 111, 112, 116, 124, 125, 131, 137, 155, 163, 167], they

assume GPUs are not multiplexed. These works either target

LLMs that require dedicated GPUs [68, 69, 111, 112, 116, 124,

125, 155] or operate on limited hardware resources (edge,

small GPUs) [60, 65, 131, 137]. Both preclude GPU sharing,

and hence, these systems do not need to make energy- and

frequency-aware GPU-binning decisions. Our work is the

first to introduce energy-aware GPU sharing for ML inference.

GPU sharing. Prior GPU sharing work falls into two cat-

egories: device-level schedulers and cluster-level serving

systems. Device-level works [4, 27, 37, 40, 50, 54, 63, 64,

85, 99, 113, 126, 142, 151, 153, 154, 160, 161, 164, 165] pro-

pose new mechanisms for sharing and controlling GPU re-

sources across concurrent processes. These works are or-

thogonal to EnerTune, as they do not make model placement

and colocation decisions. Moreover, aside from LithOS [27],

these works require expensive kernel-level profiling that

takes hours and consumes substantial energy. Cluster-level

systems make placement and colocation decisions, shar-

ing GPUs via TM, MPS, or MIG. TM-based systems [28,

47, 62, 96, 108, 115, 142, 147, 148, 156] face poor utiliza-

tion, as only a single task executes at a time. Systems using

MPS [11, 20, 23, 33, 34, 38, 49, 117, 135, 146, 150] or MIG [21,

71, 75, 77, 127, 139, 157, 158, 161] bin-pack GPUs. However,

their placement is energy-agnostic; we show energy-aware

placement is critical (§2.1). Clover [78] reduces energy by

trading accuracy for lower-quality model variants. Then,

it multiplexes GPUs. Clover is orthogonal and can prune

models before energy-aware placement and configuration.

GPU power modeling. Previous works estimating GPU

power [2, 3, 6, 8, 39, 56, 70, 76, 83, 94, 121, 138, 144] rely

on expensive profiling of low-level hardware usage (e.g.,

memory bandwidth utilization, L2 cache utilization). Though

accurate, these approaches are impractical for shared GPUs,

as they require profiling all model combinations to obtain

inputs (e.g., hardware usage). Instead, our analytical model

synthesizes isolated profiles into accurate shared GPU power.

Energy-aware cloud resource management. Prior sys-
tems reduce datacenter energy through server provisioning,

application/VM consolidation and placement, power alloca-

tion, and CPU DVFS [7, 13, 17, 18, 36, 82, 98, 123, 133, 134];

several systems jointly optimize placement/consolidation

and frequency [7, 36, 134]. These systems target CPU-centric

servers and therefore do not model how ML-specific con-

trols (batch size), GPU resource allocation, or a shared GPU

frequency jointly affect power and performance. Their place-

ment problem also differs fundamentally: CPU applications

can execute on separate cores with independently controlled

frequencies, whereas spatially colocated GPUmodels receive

separate resource allocations but share one GPU frequency

and power domain. Thus, the models colocated determine

the frequency that can satisfy all their SLOs, while their al-

locations and batch sizes jointly determine power, latency,

and the required GPU count. EnerTune captures these GPU-

and ML-specific interactions (§4.1– 4.2) and jointly optimizes

placement, allocation, batch size, and frequency (§5.1).

9 Discussion: Carbon-Efficiency
While we evaluate EnerTune for power and energy efficiency,

it readily extends to carbon optimization, since carbon de-

rives directly from power and energy (Appendix A). Car-

bon optimization is becoming increasingly important [120],

as the Information and Communication Technology sector

accounts for an estimated 1.5–4% of global carbon emis-

sions [1, 9, 12, 95, 100]. Supporting carbon simply requires

extending EnerTune’s EPA Resource Planner to derive car-

bon emissions from the Colocation Power Estimator and

setting the operator objective to minimize carbon. Appen-

dix A provides the corresponding analytical formulations.

10 Conclusion
EnerTune is a sustainability-aware inference serving system.

It combines energy-conscious profiling with scalable power

estimation using our analytical models to accurately estimate

the power draw of colocated models from a small number of

observations. Using our analytical formulations, it derives

deployment plans that meet latency SLOs while minimizing

serving cost, and dynamically adapts GPU frequency, batch-

ing, and allocations to changing workloads. Across models,

workloads, and traces, EnerTune reduces GPU power and

energy consumption compared to state-of-the-art systems.
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A Sustainability Metrics
We provide a brief background on different sustainability

metrics cluster operators may consider optimizing for. Com-

mon metrics include power draw (measured in Watts) and

energy consumption (measured in Joules), where 𝐸 =
∫
𝑃𝑑𝑡 .

Recently, several works focus on reducing carbon emissions,

as the Information and Communication Technology sec-

tor accounts for roughly 1.5–4% of worldwide carbon emis-

sions [1, 9, 12, 95, 100]. Unlike power, GPUs do not capture

carbon emissions. Therefore, we derive the carbon footprint

of serving inference requests with analytical models estab-

lished by prior work [48]. Formally, the total carbon footprint

𝐶𝑇 is:

𝐶𝑇 =𝐶𝑂 +𝐶𝐸 (5)

where 𝐶𝑂 and 𝐶𝐸 are the operational and embodied emis-

sions to serve the inference workload, respectively. Oper-

ational emissions measure the carbon footprint associated

with the electricity consumed during inference, which de-

pends on both the net energy 𝐸 consumed and the carbon

intensity 𝐶𝐼 of the power grid:

𝐶𝑂 =𝐶𝐼 × 𝐸 =𝐶𝐼 ×
∫

𝑃 𝑑𝑡 . (6)

Embodied emissions capture the upstream carbon costs of

manufacturing the GPU hardware itself. Prior works leverage

ACT’s customer-based carbon-accounting methodology [48]

to attribute manufacturing emissions to individual work-

loads
1
by the ratio between the workload’s execution time

(𝑇 ) and the GPU’s lifetime (𝐿𝑇 ) scaled by the manufacturing

emissions of the GPU (𝐶𝑀 ). Therefore, the embodied foot-

print for serving a workload of inference requests is given

by:

𝐶𝐸 =
𝑇

𝐿𝑇
×𝐶𝑀 . (7)

In this work, we assume a total GPU lifetime of 5 years,

typical of datacenter components [48, 109]. Moreover, as op-

erators may choose to optimize for different metrics (power,

energy, or carbon emissions), we build a flexible system that

can naturally adapt to the operator’s intent.

B Joint Allocation & Batching
Impact of configuration knobs on latency. In §2.2, we

show the throughput versus energy under unique alloca-

tions/batch size combinations for three models. Here, we

show the data for all models in Figure 20. Frequency is fixed

to 1410 MHz, the maximum frequency. The data shows that

for a given throughput (e.g., ResNet50 at 750 req/sec), the

points in the figure that are most energy-efficient tend to

be smaller batches (circles, squares, diamonds) with slightly

larger allocations. This suggests that selecting batch size first

and then allocating resources is energy-efficient. However,

this decoupled approach reduces packing density—larger

1
Given the debate over including embodied emissions during runtime,

EnerTune supports both operational-only and operational+embodied

modes.

50 100 150
Tput (req/min)

2
4
6

En
er

gy
 (k

J)

Stable Diffusion

250 500
Tput (req/min)

0
200
400
600

En
er

gy
 (J

)

Whisper

1000 2000
Tput (req/sec)

0
2
4
6

En
er

gy
 (J

)

ResNet50

100020003000
Tput (req/sec)

1

2

En
er

gy
 (J

)

VGG11

500 10001500
Tput (req/sec)

0

2

4

En
er

gy
 (J

)

DenseNet169

250 500
Tput (req/sec)

0
2
4
6

En
er

gy
 (J

)

DenseNet161

0 5000
Tput (req/sec)

0.2
0.4
0.6

En
er

gy
 (J

)

MobileNetV3Large

500 10001500
Tput (req/sec)

0
5

10
15

En
er

gy
 (J

)

VGG19

500 1000
Tput (req/sec)

2
4
6

En
er

gy
 (J

)

ResNet152

Alloc. Size 15% 30% 45% 60% 100%
Batch Size 1 2 4 8 16 32

Figure 20. Throughput vs. energy across GPU allocations

(color) and batch sizes (shape). See §B.
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Figure 21. Impact of each deployment configuration knob

on inference latency. See §C.

allocations are required to sustain arrival rates—leading to

more GPUs used and high cluster-wide energy. Thus, to min-

imize cluster-wide energy, EnerTune jointly reasons over

allocations and batch sizes across models.

C Estimating Per-Model Latency &
Throughput

In §4.1, we present our analytical model for estimating the

power draw of individual models under different deploy-

ment configurations (GPU allocation size, batch size, GPU

frequency). Here, we present our analytical formulation for

latency. Then, we explain how we use these latency estima-

tions to derive throughput.

Impact of configuration knobs on latency. To guide

our analytical formulation, we study how GPU allocation

size, frequency, and batch size, each impacts a model’s in-

ference latency. Across models, frequency exhibits a hyper-

bolic decay relationship with latency (Figure 21), as shown

in prior work [112]. Batch size increases latency superlin-

early: each additional request in a batch contributes addi-

tional sequential work, and at larger batch sizes, memory



bandwidth and compute pipeline pressure compound, ac-

celerating the latency increase. Finally, GPU allocation ef-

fects are model-specific and exhibit a sharp initial drop that

rapidly plateaus: models with larger memory footprints (e.g.,

VGG19) suffer disproportionately at small allocations due

to memory-bandwidth pressure, while smaller models (e.g.,

MobileNetV3) are largely insensitive to allocation size.

Analytical model. To estimate latency across configura-

tions, our model must capture three properties (Figure 21):

(a) hyperbolic decay with GPU frequency, (b) superlinear

growth with batch size, and (c) model-specific effects of GPU

allocation size and the interactions among these knobs.

To capture these requirements, similar to power draw, we

model latency with a third-degree multivariate polynomial

over frequency, batch size, and GPU allocation size. However,

unlike power, where the raw value of configuration knobs

aligns naturally with the polynomial’s representational ca-

pacity, latency’s hyperbolic decay with frequency 𝐿 ∝ 1/𝑓
and sharp drop with allocation size lie fundamentally out-

side what a polynomial can approximate well over a wide

input range. A polynomial fit over raw frequency would

require high-degree terms to chase the steep low-frequency

region while simultaneously fitting the flat high-frequency

tail, producing poor generalization. Instead, we apply input

transformations—substituting 1/𝑓 for frequency and log(𝑎)
for GPU allocation size—that approximate these dominant

nonlinearities. This reduces the hyperbolic and saturating

relationships to shapes the polynomial handles naturally,

while retaining cross-terms to capture model-specific inter-

actions and the superlinear growth with batch size. Formally,

we estimate latency 𝐿 as:

𝐿(𝑓 , 𝑏, 𝑎) =
3∑︁

𝑖=1

[
𝛽𝑖,𝑓

(
1

𝑓

)𝑖
+ 𝛽𝑖,𝑏𝑏𝑖 + 𝛽𝑖,𝑎 (log𝑎)𝑖

]
+

∑︁
𝑖+𝑗+𝑘≤3

at least two of 𝑖, 𝑗,𝑘>0

𝛽𝑖 𝑗𝑘

(
1

𝑓

)𝑖
𝑏 𝑗 (log𝑎)𝑘

(8)

where 𝑓 , 𝑏, 𝑎 > 0 denote frequency, batch size, and GPU al-

location size. The first term captures the individual nonlinear

effects of each knob under their respective transformations:

1/𝑓 encodes the hyperbolic decay of latency with frequency,

𝑏 captures the superlinear growth with batch size, and log(𝑎)
encodes the sharp saturating drop with allocation size. In-

dex 𝑖 denotes the polynomial degree, 𝑖 ∈ {1, 2, 3}, capturing
linear, quadratic, and cubic effects of each transformed knob.

Each coefficient 𝛽𝑖,𝑓 , 𝛽𝑖,𝑏 , and 𝛽𝑖,𝑎 modulates model-specific

sensitivity to each knob at degree 𝑖 . The final term captures

pairwise and three-way interactions between knobs. Indices

𝑖 , 𝑗 , 𝑘 denote the degrees of 1/𝑓 , 𝑏, and log𝑎 in each inter-

action monomial, with 𝑖 + 𝑗 + 𝑘 ≤ 3 to maintain a cubic

model and at least two of 𝑖 , 𝑗 , 𝑘 nonzero such that the second

Table 1.Model descriptions. See §D.1.

Model Description Params SLO

ResNet50 Image classification 25.6M 47.6 ms

MobileNetV3 Image classification 5.5M 26.0 ms

VGG11 Image classification 132.9M 12.5 ms

ResNet152 Image classification 60.2M 128.1 ms

DenseNet169 Image classification 14.1M 93.7 ms

DenseNet161 Image classification 28.7M 97.3 ms

VGG19 Image classification 143.7M 17.5 ms

Whisper Speech2Text 244M 5.51 s

GPT-J-6B Text generation 6B 12.4 s

SDXL-1024 Image generation 3.5B 25.4 s

SDXL-256 Image generation 3.5B 8.28 s
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)
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Figure 22. ET reduces maximum cluster power draw by

1.4–4.8× (2.6× average) across loads. Load 100% = 20K RPS.

See §D.2.

term does not double-count the individual impact of knobs

already captured by the first term.

Similar to power draw, we fit 𝛽 coefficients per model.

We use the same subset of configurations as those used

when sampling power draw. Then, we apply Ordinary Least

Squares [93].

Deriving throughput from latency estimations. Rather
than modeling throughput directly, we derive it from our

latency estimations. Throughput is defined as the number of

requests completed per unit time; given a batch of 𝑏 requests

processed in 𝐿(𝑓 , 𝑏, 𝑎) seconds (Equation 8), throughput fol-

lows as:

𝑇 (𝑓 , 𝑏, 𝑎) = 𝑏

𝐿(𝑓 , 𝑏, 𝑎) . (9)

While we could construct a separate analytical model for

throughput, this simple derivation achieves high estimation

accuracy (§D.4), making additional modeling unnecessary.

D Further Evaluation
D.1 Table of Model Information
In our evaluation, we use 11 models, each with two instances.

Table 1 describes the models, including the description, num-

ber of parameters per model, and SLOs. We note that for

SDXL, we use 50 denoising steps. Moreover, for GPT-J-6B, we

assume a max output length, like prior work (AlpaServe [80],

𝜇Serve [112], Orion [126]), of 1024 tokens. Finally, for CNN

models, we use the ImageNet [32] dataset for image classi-

fication. For Whisper, we use the LibriSpeech [110] dataset.

For GPT-J-6B, we use the WikiText dataset [88].
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Figure 23. P99 latency of each model across low, medium, and high cluster load. We include the latency for ET when it

optimizes for power and energy. See §D.3.

D.2 Comparison of Max Power Draw
In §7.1, we show that across load, EnerTune reduces average
GPU power draw by 1.3–2.6× compared to the baselines

while meeting latency SLOs. Here, we show that EnerTune
also reduces maximum cluster power draw by 1.4–4.8× (2.6×
average) across loads compared to the baselines (Figure 22).

This is because EnerTune makes power-aware placement,

allocation, frequency tuning, and batch size decisions while

meeting latency SLOs.

D.3 Comparison of Per-Model Latency
In our E2E evaluation (§7.1), we show that EnerTune con-

sistently meets latency SLOs. Here, we detail the latency

of each model under low, medium, and high load (5K–25K

RPS). Figure 23 shows that across loads, EnerTunemaintains

latency similar to the baselines. ET-Power slightly raises la-

tency, compared to the baselines and ET-Energy, because it

opportunistically increases packing and reduces GPU fre-

quency to reduce power draw. However, we continue to meet

SLOs. A few of the baselines (GPULets, Usher) at high load

greatly inflate latency due to poor packing decisions, thereby

inflating resource contention.

D.4 Latency and Throughput Estimation Accuracy
Figure 24 presents the latency and throughput estimation

error of our formulations described in §C. Across models un-

der 400+ deployment configurations, our estimations remain

highly accurate, with maximum error 8%.
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Figure 24. ET’s per-model latency and throughput estima-

tion accuracy. See §D.4.
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Figure 25. ET’s power estimation error of shared GPUs

spatially multiplexed with MPS. See §D.5.

D.5 Shared GPU Power Estimation Error with MPS
In §7.4, we showed EnerTune generalizes across GPU types

with eight A6000s and RTX 4090s. We used MPS to multi-

plex GPUs since MIG is not offered on those GPU types, and

we showed that E2E, EnerTune reduces energy consump-

tion by 1.56–2.12× while meeting latency SLOs. Here, we

show the accuracy of EnerTune’s estimations of the power

draw of shared GPUs when using MPS for multiplexing.

Figure 25 shows MAPE error of 20%, with maximum error

up to 28%. This is higher than our error under MIG (6.3%,

§7.3); MPS is known to exhibit interference across colocated
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Figure 26. Sensitivity study to 𝛼 and 𝛽 , which trigger the

Runtime GPU Tuner to dynamically adjust GPU frequency

and batch size when model load fluctuates. See §D.6.
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Figure 27. Sensitivity study to 𝛾 and 𝜃 which trigger the

EPA Resource Planner to regenerate execution plans when

cluster load significantly fluctuates. See §D.6.

models [27, 77, 126, 161, 164], making accurate shared GPU

power estimation more challenging. Despite this, our esti-

mates are significantly more accurate than state-of-the-art

approaches [61]. Lastly, using these estimates, we show that

EnerTuneminimizes energy consumption across the state-of-

the-art serving systems (Figure 17, §7.4). We leave improving

the accuracy of the power draw of shared GPUs leveraging

MPS as future work.

D.6 Load Hyperparameter Sensitivity
EnerTune’s Runtime GPU Tuner adjusts GPU frequency and

batch size when a model’s load increases by 𝛼% or decreases

by 𝛽% relative to its current load. Larger 𝛼 values delay ad-

justments and increase SLO violation risk. In contrast, SLO

violations are largely insensitive to 𝛽 , since it only triggers

adjustments when load decreases; instead, 𝛽 primarily gov-

erns power savings, with larger values making the Tuner

more conservative. Via a grid search (5–50%, increments

of 5%) with 3 models deployed on a single GPU and load

varying between 50–100%, Figure 26 shows that 𝛼 = 5–20%

maintains SLO compliance, while 𝛽 = 10–40% maximizes

power savings.

Following prior work [23, 80, 112, 117], if cluster load

drastically deviates > 𝛾% or < 𝜃%, we escalate to the EPA

Resource Planner to readjust the execution plan. While the

Runtime GPU Tuners may meet SLOs with local adjustments,

drastic load shifts can render current placement/allocation

decisions suboptimal. Larger 𝛾 values delay adjustments and

increase SLO violation risk. In contrast, SLO violations are

largely insensitive to 𝜃 , since it only triggers adjustments

when load decreases; instead, 𝜃 primarily governs power

savings, with larger values making adjustments more con-

servative. Via a grid search (15–50%, increments of 5%) with

five models deployed across two GPUs and load varying
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Figure 28. ET scales as the number of models to serve in

the cluster grows. See §D.7.
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Figure 29. ET is robust to different SLOs. See §D.8.

between 100–150%, Figure 27 shows that 𝛾 = 15–30% main-

tains SLO compliance, while 𝜃 = 30–45% maximizes power

savings.

D.7 EnerTune’s Scalability
In §7.4, we describe that EnerTune scales as the number of

models to deploy in the cluster grows from 10 to 1000 models.

We analyzed the number of GPUs used and the power draw of

each system. Here, we present the data. Figure 28 shows that

EnerTunematches the next best baselines (Usher, ParvaGPU)

in GPUs used (e.g., 148–150 GPUs for 500 models, 290–294

for 1000 models). However, we reduce power draw by 1.98–

2.67×.

D.8 Robustness to SLO Scales
In §7.4, we show that EnerTune is robust to SLOs by analyz-

ing its energy consumption under looser and tighter SLOs.

Here, we present a similar analysis, but for power draw. Fig-

ure 29 shows that across SLOs, EnerTune reduces power

draw by 2.6× on average without violating SLOs. Unlike

energy consumption, EnerTune opportunistically reduces

GPU frequency and packs more models, thereby just meeting

SLOs while greatly reducing power draw.
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