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Abstract

Large Language Models (LLMs) expose a large deploy-

ment configuration space spanning parallelism and compres-

sion techniques, with each configuration introducing different

tradeoffs in latency, memory consumption, cost, and output

quality. Existing systems either rely on expensive profiling

across deployment configurations or inefficiently utilize frag-

mented GPU resources in multi-tenant clusters. We present

MaverIQ, an intent-based LLM inference serving system that

automatically maps user intents to deployment configurations

while minimizing operational cost for the provider. To reduce

profiling overheads, MaverIQ introduces lightweight LLM fin-

gerprints and analytical models that extrapolate latency and

memory footprint from only a few observations. To efficiently

utilize fragmented GPU resources, MaverIQ leverages our

observation that, unlike training, unevenly distributing LLM

layers across GPUs has little impact on inference latency.

Our evaluation shows that MaverIQ reduces profiling cost

by 7-15× compared to state-of-the-art baselines and reduces

operational cost by 3.8-8.3× across diverse LLMs, traces,

and loads while effectively meeting user intents. Our code is

available at https://github.com/UT-SysML/MaverIQ. 1

1 Introduction

Large Language Models (LLMs) are increasingly deployed

across applications with diverse serving objectives. Real-time

assistants prioritize low latency, while educational platforms

and automated FAQs emphasize cost efficiency. To satisfy

these diverse intents, practitioners rely on deployment con-

figurations that combine compression techniques (e.g., quan-

tization [6, 7, 10, 22, 45, 46], pruning [9, 25, 42]) and paral-

lelism techniques (e.g., data [39], pipeline [13], tensor par-

allelism [44]). These configurations vary significantly in la-

tency, memory consumption, GPU usage, and serving cost.

For example, Llama-2-70B can be deployed in 180 ways on

1This article summarizes the key ideas and findings from our full SC’25

paper on MaverIQ [21].

an 8-GPU cluster, resulting in up to 8× variation in inference

latency and 25.4× variation in user cost. Thus, the choice of

deployment configuration is critical for meeting diverse user

intents. As AI-native systems increasingly serve diverse and

dynamic workloads, deployment decisions become central to

efficiently utilizing shared GPU infrastructure.

Existing systems struggle to navigate this large configura-

tion space efficiently. Some systems fix deployment configu-

rations across models [8,32,48], while others require users to

manually specify deployment parameters [4, 5, 18, 23, 29, 33].

More recent approaches use profiling to map user intents

to deployment configurations [1, 19, 20, 26, 32, 37, 41], but

incur substantial overheads by profiling full LLMs across

many configurations [1, 20]. For example, profiling a subset

of Llama2-70B’s configurations took us ∼ 20 GPU hours.

At the same time, previous systems inefficiently utilize frag-

mented GPU resources because they evenly distribute LLMs

across GPUs [2, 4, 12, 18, 20, 29]. Thus, we need new tech-

niques that efficiently estimate deployment tradeoffs while

utilizing fragmented GPU resources.

To this end, we build MaverIQ, an automated intent-based

LLM inference serving system that translates user-expressed

intents into deployment configurations while reducing oper-

ational cost for the provider. To reduce profiling overheads,

we make a key observation that commonly used LLMs con-

tain many repeated layers and only a few unique layers. This

repeated structure enables us to replace the full LLM with a

compact proxy, which we introduce as an LLM fingerprint,

that retains the unique architectural components of the model

while containing only a few representative hidden layers.

MaverIQ further combines these lightweight fingerprints with

analytical models to accurately estimate latency and memory

footprint across deployment configurations from only a few

observations. As a result, observing lightweight fingerprints

under a small number of configurations is sufficient to effi-

ciently estimate the implications of deployment configurations

for full LLMs.

To efficiently utilize fragmented GPU resources, we make

another key observation: unlike training, LLM inference does
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Figure 1: Architecture of a decoder-only LLM (left) and its

fingerprint (right). The fingerprint has the same components

as the full LLM, but only 1-2 hidden layers. See § 2.

not require balanced layer placement across GPUs. During

training, evenly distributing layers across GPUs helps reduce

synchronization overheads introduced by forward and back-

ward passes. Inference, however, only performs a forward

pass. As a result, unevenly distributing layers across GPUs in-

troduces little synchronization overhead while enabling more

efficient utilization of fragmented GPU resources in multi-

tenant clusters. MaverIQ exploits this insight to improve clus-

ter utilization and reduce operational cost while preserving

inference latency.

We summarize our contributions as follows:

• We introduce LLM fingerprints, compact proxies that

capture the essential structure of an LLM and enable

lightweight profiling of deployment configurations.

• We develop analytical models that accurately estimate the

latency and memory footprint of LLM deployment configu-

rations from only a few fingerprint observations, reducing

profiling cost by 7-15× while reducing estimation error by

1.3-1.7×.

• We show that we can unevenly distribute LLM layers across

GPUs to utilize fragmented resources without harming in-

ference latency. This technique reduces operational cost by

up to 2×.

• We build MaverIQ, an intent-based LLM inference serving

system that leverages fingerprint-guided extrapolation and

fragmentation-aware deployment to efficiently utilize GPU

resources while meeting diverse user intents. Under strict

accuracy requirements, MaverIQ reduces latency by 28-

45% for users while reducing operational cost by 3.8-8.3×
for providers.

2 Background

Model architecture of LLMs. Modern LLMs primarily fol-

low decoder-only transformer architectures [38], consisting of

hundreds of repeated layers that process previously generated

tokens to produce outputs of arbitrary length. This repeated

structure motivates our use of lightweight LLM fingerprints,

compact proxies that retain the key architectural components

of the full model while containing only a few hidden layers

(Figure 1).
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Figure 2: The best parallelism configuration (dT P, dPP) is

user-intent- and LLM-specific. dT P, dPP: degrees of tensor

and pipeline parallelism. See § 3.

Deployment configurations for LLMs. LLM deployment

configurations combine parallelism and compression tech-

niques. Parallelism techniques distribute LLMs across GPUs

using data parallelism (DP) [39], tensor parallelism (TP) [44],

and pipeline parallelism (PP) [13]. Compression techniques

reduce memory footprint through quantization [6,7,10,22,45,

46] and pruning [9,25,36,42]. Throughout this paper, we refer

to an LLM deployment configuration as a selection of TP and

PP degrees together with the applied compression techniques.

3 Motivation & Characterization

Deployment configurations affect latency, memory consump-

tion, GPU usage, and operational cost differently across

LLMs. Using an 8-GPU cluster with NVIDIA RTX A6000

GPUs and six state-of-the-art LLMs, we characterize the ef-

fects of parallelism and compression techniques on these

deployment objectives.

1. Effect of Parallelism. Figure 2 shows the impact of ten-

sor parallelism (TP) and pipeline parallelism (PP) on latency,

memory consumption, cost, and GPU-hours. Increasing PP de-

gree has minimal impact on inference latency, while reducing

per-GPU memory footprint. In contrast, increasing TP de-

gree reduces latency but increases memory consumption and

GPU-hours due to synchronization overheads [40]. Moreover,

the optimal combination of TP and PP varies across LLMs

and user intents. For example, configurations that minimize

latency do not necessarily minimize memory consumption or

cost.

Takeaway #1. Increasing PP inflates total memory foot-

print but lowers per-GPU memory usage, while increasing

TP reduces inference latency at the cost of higher synchro-

nization overheads. The best TP/PP configuration is LLM-

and intent-specific.

2. Effect of Unbalanced Pipeline Parallelism. Pipeline par-

allelism is known to introduce stalls during training because

GPUs must synchronize forward and backward passes [13,27].

As a result, training systems evenly distribute layers across

GPUs [24]. Inference, however, only requires a forward

pass [11]. We observe that pipeline stalls during inference

are significantly reduced compared to training, and unevenly
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Figure 6: LLM parallelism memory overheads. Weights (W ),

activations (A), and pipeline activations (Ap) are replicated on

dT P and/or dPP GPUs. See § 5.2.

2 Model-deployment workflow. Given a user intent, the

Deployment Controller selects a feasible deployment configu-

ration and maps the LLM across GPUs using load-aware and

fragmentation-aware placement policies. Section 6 describes

MaverIQ’s cost-efficient deployment policies.
3 Inference-serving workflow. When users submit infer-

ence requests, the Scheduler dispatches them to worker nodes

hosting the deployed LLMs.

5 Inexpensive yet Accurate Profiling

MaverIQ’s Profiling Controller estimates an LLM’s latency

and memory footprint across deployment configurations with-

out exhaustively profiling the full model. To do so, MaverIQ

combines lightweight LLM fingerprints with analytical mod-

els that extrapolate deployment characteristics from a small

number of observations.

5.1 LLM Fingerprints

Profiling full LLMs across deployment configurations is pro-

hibitively expensive, requiring substantial GPU memory and

profiling time. We observe that modern LLMs contain many

repeated hidden layers. Thus, instead of profiling the full

LLM, MaverIQ profiles a compact proxy of the model, which

we refer to as an LLM fingerprint.

Fingerprints preserve the key architectural components of

the original model while containing only a few hidden layers

(Figure 1). As a result, they substantially reduce profiling

overheads: Llama-2-70B’s fingerprint is 41× smaller and

63× faster to profile than the full model. We further observe

a linear relationship between the number of hidden layers and

the LLM’s memory footprint, enabling extrapolation from

fingerprints to full LLMs.

5.2 Estimating Memory

Parallelism techniques increase an LLM’s memory footprint

by replicating weights, activations, and pipeline activations

across GPUs (Figure 6). Without parallelism, the memory

footprint consists of weights and activations. TP increases

memory footprint through replicated activations, while PP

introduces additional pipeline activation overheads. Thus,

estimating the weights (W ), activations (A), and pipeline ac-

tivations (Ap) is sufficient to estimate the memory footprint

across deployment configurations.

MaverIQ explores two memory profiling strategies.

M1. LLM under selected configurations. M1 profiles the

full LLM under three reference configurations and estimates

W , A, and Ap by solving a system of equations derived from

the parallelism overheads.

M2. Fingerprint under selected configurations. M2 instead

profiles lightweight fingerprints under the same reference con-

figurations and extrapolates the resulting measurements to the

full LLM. Compared to profiling full LLMs, M2 substantially

reduces the resources consumed during profiling.

5.3 Estimating LLM Inference Latency

LLM inference latency depends on the output length and can

be decomposed into the time to first token (TTFT) and time

per output token (TPOT):

L = T T FT +out put_length×T POT (1)

Since TTFT and TPOT vary across deployment configura-

tions, naively estimating latency would require profiling all

configurations. Instead, MaverIQ develops analytical models

that capture the effects of TP and PP on inference latency.

Increasing TP distributed the work across multiple GPUs,

thus reducing the overall computation latency. However, TP

introduces a communication overhead due to the all-reduce

operations that is non-linear with respect to dT P. Increasing

PP partitions layers across GPUs, thus slightly reducing the

overall computation latency. Similar to TP, PP introduces a

communication overhead due to the send-recv operations,

which is non-linear with respect to dPP. In addition, PP re-

duces the amount of data that traverses the GPU-interconnects,

thus reducing the TP overhead non-linearly with respect to

dPP. MaverIQ models these effects as:

L(dT P,dPP) =
L(1,1)

dT P ×dα
PP

+
(dT P −1)β

d
γ
PP

×OT P +(dPP −1)δ ×OPP (2)

where α, β, γ, and δ capture the scaling behavior of TP and

PP, while OT P and OPP model synchronization and pipeline

overheads. MaverIQ determines these constants using a one-

time fitting process across diverse LLMs and configurations.

MaverIQ explores two latency profiling strategies.

L1. LLM under selected configurations. L1 profiles the full

LLM under three reference configurations to estimate TTFT

and TPOT.

L2. Fingerprint under selected configurations. L2 instead

profiles fingerprints and extrapolates TTFT and TPOT to the

full LLM using layer-wise decomposition:

T T FT = num_layers×T T FTlayer +T T FTother (3)

T POT = num_layers×T POTlayer +T POTother (4)

Using these formulations, MaverIQ extrapolates latency

from fingerprints to full LLMs across deployment configura-

tions.
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Figure 7: Design exploration of profiling methods. MaverIQ

uses fingerprint-based profiling (L2,M2) to reduce profiling

cost while maintaining similar estimation accuracy. See § 5.4.

5.4 Design Exploration of Profiling Techniques

We compare profiling methods that use full LLMs with meth-

ods that use fingerprints. Fingerprint-based profiling substan-

tially reduces profiling memory consumption, time, and GPU-

hours while maintaining similar estimation accuracy (Fig-

ure 7). For larger LLMs, fingerprint-based profiling reduces

profiling time and GPU-hours by up to 2.5× and 3.8×, re-

spectively. Thus, MaverIQ uses fingerprint-based profiling

due to its substantially lower profiling cost.

5.5 Support for Various Batch Sizes

MaverIQ also supports profiling larger batch sizes. We ob-

serve that latency and memory overheads scale linearly with

batch size:

L(BS) = L(1)+(BS−1)×OL
BS & M(BS) = M(1)+(BS−1)×OM

BS (5)

where L(BS) and M(BS) denote latency and memory footprint

for batch size BS. MaverIQ estimates these overheads using

the same profiling methodology developed for batch size one.

6 Cost-Efficient Deployment

MaverIQ’s Deployment Controller deploys selected config-

urations while minimizing operational cost in multi-tenant

GPU clusters with fragmented resource availability. Unlike

training, inference only requires a forward pass, and unevenly

distributing LLM layers across GPUs has little impact on in-

ference latency. MaverIQ leverages this insight to efficiently

utilize fragmented GPU resources while meeting user intents.

Overview. Using the profiling-based estimations (Section 5),

MaverIQ ranks deployment configurations according to the

specified user intent. It then selects the first feasible config-

uration using two strategies: load-aware GPU selection and

fragmentation-aware layer mapping. We describe them below.

Load-aware GPU selection. For a deployment configura-

tion requiring dT P ×dPP GPUs, MaverIQ identifies GPU sets

whose free memory satisfies the deployment requirements.

Figure 8: Design exploration of placement policies. The hy-

brid policy balances GPU utilization and inference latency.

See § 6.

It then selects GPUs using one of three placement policies:

least-loaded, packing, or hybrid.

Least-loaded disperses LLMs across GPUs to reduce con-

tention and latency. Packing colocates LLMs on the same

GPUs to minimize the number of GPUs consumed. Hybrid

balances these objectives by packing LLMs when GPU load

is low and dispersing them when load increases.

Figure 8 shows that least-loaded reduces latency but in-

creases operational cost, while packing minimizes GPU us-

age at the expense of higher contention and latency. Hybrid

balances these tradeoffs and achieves the best overall balance

between latency and operational cost. Thus, MaverIQ uses

the hybrid policy by default.

Fragmentation-aware layer mapping. With the selected

configuration and GPUs, MaverIQ maps LLM layers across

GPUs using fragmentation-aware layer placement. The mini-

mum deployment unit is a memory block corresponding to a

single layer:

memblock =
memtotal

dT P ×numlayers

where memtotal is the estimated memory footprint and

numlayers is the number of hidden layers in the LLM.

MaverIQ attempts to keep adjacent layers close and dis-

tribute layers evenly across GPUs. However, when GPU mem-

ory is fragmented, MaverIQ unevenly distributes layers across

GPUs to utilize fragmented resources. Because unbalanced

partitioning has little impact on inference latency during infer-

ence, this approach enables MaverIQ to deploy more LLMs

on fewer GPUs, improving cluster throughput while reducing

operational cost.

7 Implementation

We implement MaverIQ in Python atop TensorRT-LLM [29],

a widely used LLM inference serving framework [28, 30, 31].

MaverIQ’s Controller is a persistent process that manages

profiling, deployment, and request routing.

Profiling Controller. The Profiling Controller generates

lightweight fingerprints from LLM architecture and weight

files using PyTorch APIs [14]. It profiles fingerprints under
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Figure 9: MaverIQ reduces profiling error and profiling cost

compared to Vidur and AlpaServe. See § 8.1.

selected deployment configurations, collects latency and mem-

ory metadata, and extrapolates deployment characteristics for

the full LLM, as described in Section 5.

Deployment Controller. The Deployment Controller, de-

scribed in Section 6, selects deployment configurations, GPUs,

and layer-to-GPU mappings. We extend TensorRT-LLM

to support manual layer placement across GPUs, enabling

MaverIQ to unevenly distribute layers and utilize fragmented

GPU resources.

Monitoring Daemon. MaverIQ launches a lightweight moni-

toring daemon per worker that tracks GPU memory and load

via the PyTorch CUDA API. The daemon periodically sends

updates to the Controller through Linux TCP sockets [15],

enabling load-aware deployment decisions.

8 Evaluation

Experimental setup. We evaluate MaverIQ using two Azure

LLM inference traces [34]: a bursty code trace and a

steady high-load conversation trace. We use six state-of-

the-art LLMs (Llama-2-7B,13B,70B, GPT-J-6B, and Falcon-

7B,40B) on an 8-GPU cluster with NVIDIA RTX A6000

GPUs. We compare against three state-of-the-art baselines:

(1) Accelerate [12], an LLM serving framework that auto-

mates LLM deployment by leveraging FSDP [47], (2) Al-

paServe [20], an LLM serving system that automatically se-

lects parallelism configurations to meet SLOs by leveraging

brute-force profiling (we also test AlpaServe*, a variant not

allowed to drop LLMs), and (3) Vidur [1] a simulation tool

that predicts the most cost-efficient parallelism configuration

using random forest regressors. We report both user-facing

metrics (latency, cost, memory footprint, GPU-hours, SLO

attainment) and provider metrics (cluster throughput and op-

erational cost).

8.1 Profiling Accuracy and Cost

We first evaluate MaverIQ’s profiling methodology against

Vidur and AlpaServe. Figure 9 shows that MaverIQ reduces

latency estimation error by 1.3-1.7× compared to Vidur.

Vidur trains a regressor per LLM to predict latency, how-

ever, MaverIQ’s analytical modeling across LLMs is more

accurate. At the same time, fingerprint-based profiling sub-

stantially reduces profiling overheads, decreasing profiling

memory consumption, time, and GPU-hours by 6-28×, 1.6-

5×, and 7-15×, respectively, compared to Vidur, which trains

regressors to predict LLM profiles, and AlpaServe, which

brute-force profiles an LLM across all deployment configura-

tions.

MaverIQ accurately estimates deployment characteristics

while substantially reducing profiling memory consump-

tion, time, and GPU-hours compared to state-of-the-art base-

lines.

8.2 Intent-Based Deployment

We evaluate MaverIQ’s ability to meet user intents across

varying query arrival rates, traces, model sets, and accuracy

requirements.

Figure 10 shows that MaverIQ consistently reduces infer-

ence latency while maintaining high cluster throughput across

both Azure traces. Compared to Accelerate and AlpaServe,

MaverIQ reduces latency by up to > 90% under high load

and continues to outperform baselines as arrival rates vary.

These gains arise from MaverIQ’s ability to tailor deployment

configurations to individual LLMs and utilize load-aware

placement policies that reduce GPU contention.

We further evaluate MaverIQ under strict accuracy SLOs,

where deployment configurations without compression must

be selected. Figure 11 shows that MaverIQ continues to out-

perform the baselines, reducing latency by 28-45% while

increasing cluster throughput and reducing operational cost

by 3.8-8.3×.

MaverIQ robustly meets user intents across varying work-

loads, traces, and accuracy requirements while improving

cluster throughput and reducing operational cost.

8.3 Fragmentation-Aware Deployment

We evaluate MaverIQ’s fragmentation-aware deployment un-

der increasing deployment pressure. Figure 12 shows that

MaverIQ deploys substantially more LLMs than the base-

lines while improving cluster throughput. By leveraging quan-

tization, adaptive parallelism, and uneven layer placement,

MaverIQ efficiently utilizes fragmented GPU memory and

scales across diverse deployment objectives.

9 Discussion

Extensibility to new models. MaverIQ’s fingerprint-based

profiling extends naturally to model architectures with repeti-

tive structures beyond decoder-only transformers [43]. Exam-

ples include MoE-based models such as Mixtral-8-7B [16],

recurrent architectures such as RWKV [35], and multimodal

models such as Flamingo [3]. For example, Mixtral-8-7B

contains repeated experts within each MoE layer, suggesting

that lightweight fingerprints may substantially reduce profil-

ing overheads for MoE-based deployment as well. Extending
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the analytical formulations to such architectures remains an

important direction for future work.

Extensibility to new intents. MaverIQ currently supports

intents derived from latency and memory characteristics, in-

cluding cost, GPU-hours, and throughput. The same profiling

framework can be extended to additional deployment objec-

tives such as energy or carbon efficiency by profiling and

extrapolating additional metrics.

Extensibility to heterogeneous hardware. MaverIQ cur-

rently targets clusters with homogeneous GPU types. In ho-

mogeneous GPU clusters, MaverIQ’s profiling cost remains

constant as cluster size increases because deployment char-

acteristics can be extrapolated without additional profiling.

Extending fingerprint-based profiling and deployment to het-

erogeneous clusters introduces additional challenges due to

latency variation across devices and deployment stages. Nev-

ertheless, the lightweight profiling methodology developed

by MaverIQ provides a foundation for future AI-native infras-

tructure systems that dynamically adapt deployment decisions

across heterogeneous resources.

10 Conclusion

We presented MaverIQ, an intent-based LLM inference serv-

ing system that combines lightweight fingerprint-based pro-

filing with fragmentation-aware deployment. MaverIQ uses

fingerprints and analytical models to efficiently estimate de-

ployment tradeoffs across large configuration spaces, while

leveraging uneven layer placement to utilize fragmented GPU

resources without degrading inference latency. Across di-

verse LLMs, traces, and deployment objectives, MaverIQ

reduces profiling overheads and operational cost while ef-

fectively meeting user intents compared to state-of-the-art

baselines. More broadly, MaverIQ highlights the importance

of lightweight profiling and resource-aware deployment for

emerging AI-native infrastructure.
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